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Abstract: /n this article we propose a general framework for sequential decision making.
The framework ts based on the ebservation that the derivation of the optimal behaviour wnder
vartous deciston criterta follows the same pattern: the cost of policies can be decomposed inte the
successwe application eof an operator that defines the related dynamic programming algorithm
and this operetor describes completely the structure of the decisien problem. We take this
mapping (the so called ene step leokahead (OLA) cost mapping) as our starting peint. This
enables the unified lrealment of vartous deciston crileria (e.g. the expecled value crilerien o1 Lhe
worst-case crilerton). The main resull of this arlicle says thal under minimal condilions oplimal
slaltonary polictes are greedy w.r.l. the oplimal cest [unclion and vice versa. Based en lhis
resull we feel thal former resulls on reinfercement learning can be lransferred Lo olher decision
crilerta provided thal the decision crilerion s decompesable by an appropriale mapping.

1 Introduction

Reinforcement learning (RL) refers to a class of learning tasks and algorithis in which the
learning systemn learus an associative mapping 7 : X — 4 [rom the state {o the action space,
by minimizing a scalar evaluation (reinforcement) of the cost of its behavior received from the
environment. Most RL work assume the use of the eaxpected total discounted cost criterion (see
e.g. [2, 7. 1]). A lot of alternative decision criteria have been suggested in decision theory
[6, 1, 5] to get a more sophisticated consideration of risk but most recent results on RL do not
concern with this subject. In this paper we propose a general framework for delayed RL that
enables the unified treatment of a broad class of decision criteria. The proposed framework is
based on the notion of the one step lookahead (OLA) cost operator: The decision criterion must
be defined by the successive application of the OLA cost operator that acts on cost functions.
We assume that the operator is monotone, non-negative (maps non-negative functions to non-
negative functions) and continuous on the left. These properties are satistied by the operators
cerrespending te usual cest criteria. Fer example, the expected and werst-case cest criteria
fit the framewerk. We shew that under these preperties eptimal pelicies are greedy w.r.t. the
eptimal cest functien and vice versa. Based en this result assuming finite actien space ene can
show that eptimal statienary pelicies exist. In this article we fecus enly en the develepment of
the theery, the preefs of mest of the theerems are presented elsewhere.



2 The OLA mapping

2.1 Notations

Let B(S5) denote the set of bounded. real-valued functions over the set 5. Let 05 € B(5) denote
the identically zero [unction: 0g(s) = 0 for all s € S. For convenience 0g will be abbreviated
to 0. We will interpret < (or >) on B(S) in the usual way: [ < g means that [(s) < g(s) for

all s € S. P(X) will denote the power set of X: P(X)=4{Y Y C X},

2.2 Definitions

The basis of our framework is a class of sequential optimal control problems defined in terms of
a discrete-time dynamical systemn with a stale space X. Let P : X x A — P(X) be an arbitrary
mapping — the lransilion rule, where A is the aclion space. The decision process, given by a
triple (X, A, P) is as [ollows: it consists of successive stages indexed by non-negative integers.
A stage consists of a state and an action. Assumne thal at stage ( the process is in the state
2y and the decision maker chooses the action a;. Then the next state of the process satislies
241 € Plag,a,). The rule applied by the decision maker to select the actions at successive
stages is called the policy of the decision maker. It is casual to assume that the policy depends
only on the history of the decision process. If the rule depends only on the last state of the
process. the policy is called a stationary policy.' 'I'he objective of decision making is to reduce
the cost associated with the decision process. A cost function is a function over X; it determines
the cost that will incur when the process starts in state x. Let Q : B(X) — B(X x A) be
an arbitrary mapping. We will refer to Q as the ene step lookahead cost mapping (OLA cost
mapping). Mapping Q defines the cost of choice, i.e., (Qf)(x,a) is the cost that will incur if
the process starts in state z, the first decision is @, and the process stops after one stage and
we incur a final cost f(y) provided that the final state is y. The cost of an action sequence
is defined by the successive application of the mapping Q: The cost of the action sequence
{a1,a2,...,a4...} is delined as the limit of the [ollowing lunction sequence:

ve(z) =0. 2 X

tnt1(z) = (Qvn)(l‘a “n+1)7 ze X

Mapping Q usually depends on the state transition mapping, P. I'he most well-known example
of Q corresponds to the expected total cost criterion.

Example 2.1 Markovian decision problem with the expected cost criterion. Assume that X
is @ measurable space and let M,(X) denote the probability measures over X. Let 1 : X x A —
Mi(X) be an arbilrary mapping. We inlerprel p(x., a)(S) as the probabidily of x¢41 € S provided
that vy = x and a; = a. Let ¢ : X x A = B(X) be a measurable mapping; ¢ is called lhe
immediale cosl mapping and c(x,a)(y) ts the cosl thal tncurs when lhe process ts in slale x,
aclion a ts execuled and the nexl slate ts y. The OLA cosl mapping corresponding Lo the lolal
expecled cost crilerion ts the [ollowing:

(Q )« — (¢ r,a)+ (e, a),
(Qf)(x,a) k/}:(c(ya) 74[)(,[1(@(1)/
where 0 < v < | is the discount factor.

We will use this example fer the illustratien of assumptiens and cencepts of the framewerk.
In eperatiens research and decisien theery (e.g. [6]) it is well knewn, that the use eof
the expected value as a decisien criterien is net always reliable and can be misleading. Two

1t is usual to restrict the sct of possible actions from state to state. However, this restriction has no cssential
effect on subsequent theorems and we disregard it.



examnples ol this phenomena are the celebrated St. Pelersburg Paradoz and a lottery with zero
expected reward, small gain and high stake [6]. Alternative cost criteria are ol interest. A
[arnily of such criteria can be delined as [ollows:

Example 2.2 Markovian decision problem: Generalized expectations. In this case the abeve
OLA mapping ts medified as follews:

L

(Qf)(,a) = (ﬂ (el @) + w')p(mu,a))',

where 0 < p < oc, ¢(x,a) and f are assumed to be positive. f p = oc we get the worst-case
cost mapping [4], or the min-max cost criteria. This criterion is intensively used in GGame’s
Theory.

Let us fix an arbitrary OLA mapping, Q. Let # ¢ X'+ A be an arbitrary statienary policy
(s.p.). The cvaluatien ef pelicics is bascd en their cvaluatien epcrater:

Definition 2.1 The OLA evaluation operator cerrespending te w is T, : B(X) — B(X), with
(L= f)(x) = (Lf)(x, w(x)).
where f € B(X) and x € X.

ence T, v is the cost if we use policy 7, but we are terminated after one period and incur a
H T tl t if policy m, but t ted aft I d and

final cost v(x) when the final state is . Greedy behavior will be proved to be optimal. The
greedy cost and policy forming operators are defined as follows:

Definition 2.2 The OLA greedy operator is the mapping G : B(X) - B(X) thal salisfies
(1)) = inf (Qf)z. @) (1)
where [ € B(X) and v € X.
Definition 2.3 The OLA Greedy Policy Forming operater I' : B(X) — P(A*) is defined by
If={recA*IT.f=Gf}.

If A is finite, then the infimum in Equation (1) is reached at seme actien and thus I'f is non-
empty. If A is infinite. then it may be that for some f € B(X) the infimum is never reached,
that is I'f = 0.

3 Assumptions and the objective of decision making

Below we postulate 3 assumptions; in the rest of the paper we assume that these assumptions
hold. The first assumption expresses the natural requirement that the relation between two
"future” cest functiens remains the same previded that the first decisiens ceincide. In ether
werds, this means that if ene has twe pelicies that ceincide in the first decisien then enly the
remaining decisiens determine the erdering of the pelicies.

Assumption 3.1 We assume that Q is menetenc nen-decreasing, that is if u,v € B(X) and
u < v then Qu < Qu.

This assumption is satisfied for the total expected cost (TEC) OLA mapping: let f,g € B(.X)
and f < g. Qf < Qg means that there should hold

J (e, @) +4) duie,a) < [ (ela. @)+ 5)dufa, o

for all (x.a) € X x A. 'This is equivalent to [ fdu(r,a) < [gdu(r,a) (since vy > 0) and this
inequality follows from the properties of integration.



Assumption 3.2 Q0 > 0.

As it is easy to check that for the TEC OLA mapping this assumption means that the average
of itnmnediate costs should be non-negative, i.e., there should hold for all (a,a) € X x A thal

/\ cle,a)du(x.a) > 0.

Almest all the applicatiens satisfy this assumptien [3].

As a censcquence of the abeve assumptiens we have 7,0 > 0 fer all s.p. 7 and thus 770 is
an incrcasing scquence. Assumption 3.2 is net nceded if Q has the centractien preperty. The
fellewing assumptien pestulatcs that infinitc herizen cests cxist fer cvery s.p.

Assumption 3.3 Assume that T0 converges for every s.p. m. We will denote the limit by v
and call it the evaluatien of . Further, we assume that v, is the fired point of the operator T .

This assumptien cerrespends te a theerem eof mest ef the cenventienal censtructiens. Fer
example, in the case of Markevian decisien preblems with the TEC criterien the evaluatien ef
a pelicy is defined as the expectation of

iv‘cr(t):

(=0

where ¢, (%) is the cost incurred at stage ¢t provided that we start from state x and apply
the policy 7. The interpretation of expectation goes as follows: The application of policy 7
from state & generates a random process and a corresponding probability measure over the
set of possible infinite state sequences (this measure is defined by the product of measures
p(x,7(x))). The expectation of the total cost is taken according to this measure. The usual
way Lo show that assunption 3.3 holds is thal one shows that T is a conlraction mapping
w.r.l. the supremum norm (this is ensured il 0 < v < 1) and that the evaluation of any
policy (the evaluation delined as the expectation of the sum of discounted cosls) is indeed the
[ixed pomnt of its evalualion. Since contraction mappings have exactly one lixed point and the
successive application of a contraction mapping ou any [unction converges to the [ixed point of
the mapping the assumptien thus fellews.

Definition 3.1 The optimnal cost [unction v : X — R is the funclion defined by

v*(z) = inf w.(2). (2)
' TEAN

The optimal cost function exists provided that all the cost functions are bounded from below
by 0. No policy can do better than v*. This motivates the following definition:

Definition 3.2 A s.p. 7 is called optimal if its cvaluation function is the optimal cost function.
that is if v, = v*. We denote the set of eptimal pelicies by 11*.

4 Optimal policies are greedy

In this section we show that the set of optimal policies, II*, is equal to the set of greedy policies
w.r.t. the optimal evaluation function. This is proved through a series of propositions. We
begin with a simple. but important observation:

Proposition 4.1 For cvery u € B(X) for which 0 < u < v, there helds lim,, yo.o T'u = v,.

The next lemma gives the first part of the theorem.



Lemma 4.1 The OLA greedy policies w.r.l. the oplimal evalualion [unclion are oplimal, i.e.,
Fv® C II".

The proof exploits the facts that for any s.p. 7 there holds that ¢ < 7. and 71, is monotone
non-decreasing. 'T’he converse of this lemma follows from the generalization of Howard’s Pol-
icy Improvement (Pl) Theorem that states that one-step lookahead improvements are infinite
horizon improvements, too. 'l'o state this lemma we need the following definition:

Definition 4.1 We say that the policy m is an OLA improvement w.r.t. the cost function v if
7 € I'v. We say that the policy m is a proper OLA improvement w.r.t. the cost function v if w is
an OLA improvement and there exists at least one state, say @ € X such that (Gv)(x) < v(x).

Howard’s PI Theorem says that OLA improvements are global improvements:

Lemma 4.2 (Howard’s Policy Improvement) Let © be an erbitrary s.p. and let 7 be an
OLA imprevement w.r.t. the cost function of pi, v,. Then there holds v; < v,. Furthermere,
if © is & preper OLA imprevement then for all state x for which 7 is a real OL4 imprevement
over m there holds v;(x) < v ().

I'he proof is based on induction and goes by showing that /7v < v, holds for arbitrary n, where
v is defined by v(z) = min(va(z).vi(z)), z € X. From the above two lemmas the theorem
follows easily:

Theorem 4.1 The set of optimal and greedy policies w.r.t. the optimal cost function, v*,
coincide:
e = rov*.

Proof. We prove that if 7 is an arbitrary s.p. and Gv, # v, then 7 is not optimal. From this
it follows that 1T* C I'v* and thus by lemma 1.1 1T = T'v*.

Let 7 denote an arbitrary optimal policy. Since 7 is optimal. v, = v*. It should be proved
that G'v, = v,. We know that (v, < v,.. Assume that there exists a state xy for which
(Gvg)(zo) < ve(zg). Let @ € Tv,. By the above, policy improvement theorem vz (24) < v(z).
This contradicts with the optimality of v,. Thus Gv, = v, = Trv,. and thus = € I'v, = ['v*.
O

Il there exists al least one optimnal policy than a lixed point equation that may be called
the Bellman Optimality Equation (BOE) [3] is satisfied:

Corollary 4.1 Assume that Te™ £ (). Then lhe fixed point equalion
vi(z) = ilelf;(Qv*)(;r,a) (3)
(01 shortly v* = Gu™) holds.

Basically two metheds can be used to determine an eptimal pelicy:? pelicy iteratien and value
iteratien. Beth metheds rely en BOI.

2Linear programming that is also often used for solving MBPs, relies on the fact that Q is linear. If Q is
non-linear it can no longer be used and thus we neglect it.



5 Conclusion and future work

We have proposed a general [ramework [or reinforcement learning and/or adaptive control. In
the proposed framework various cost criteria are treated in a unified way. We have presented
the outline of the main theorems of a generalized reinforcement learning theory. I'he theorems
may have real-world applications as well. The knowledge of these theorems makes it possible,
e.g., to think of agents that use a kind of mixed and changing decision criterion: such an agent
would adapt its decision criterion based on her experiences: it would use the worst-case cost
mapping to avoid dangerous regions while at other places she would use the usual expectation
criterion.

Meanwhile some new results were developed. The most important is the characterization
of OLA mappings for which there are optimal stationary policies that are optimal in the set
of all possible policies. Other extensions to these results are that one may substitute the zero
terminal reward [unction by any other [inite terininal reward [unction, the same results hold for
non-positive decision problems and [or decision problems whose OLA mapping is a contraction.
The boundedness condition of the evaluation functions can be weakened, too. Future work
should deal with algorithins (iterative learning procedures) arising [romn this approach. Scaling
analysis and convergence speed estimations are required. Partially observable decision processes
should also be investigated since they are of great importance from practical aspects.

Taking into account the limited storage space and tiume constraints calls for asynchronous
and partial convergence theorems. Learning from real-time data is another important aspect
of learning. It follows that the adaption of stochastic learning methods is also required. It is
believed that the proposed framework is useful as it is suitable for the integration of various
branches of sequential decision making and thus may eliminate unnecessary repetitions of the
proofs of the basic theorems. We feel that the proposed framework also gives a deeper insight
in sequential decision making.
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