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Scalar-valued reinforcement learning (R1.) algorithms arce capable of solving dif-
ficult multi-step decision problems when the deeision eriteria can be expressed
in a recursive way as a function of the immediate scalar sreinforcement. How-
ever, there are sowme important cases when there is no simple way to express
the optimization criteria as a [unction of a single scalar reinforcement value.
Cousider, for example, the dilemma of Leibuiz’s ass. This poor animal is placed
at cqual distances away from two platefuls of food. He is hungry so he fecls like
goiug to one of the plates. However, if he goes to one plate then there is a chauce
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Abstract

We consider multi-criteria sequential decision making problems where
the vector-valued evaluations are conupared by a given, fixed total order-
ing. Conditiens for the eptimality ef statienary policies and the Bell-
man optimality cquation arc given for a special, but important class of
problems when the evaluation of policies can be computed for the cri-
teria independently of each other. The analysis requires special care as
the lopology introduced by pointwise convergence and the order-topology
introduced by the preference order are in general incompatible. Reinforce-
ment learning algorithms arc proposed and analyzed. Preliminary com-
puter experiments confirm the validity of the derived algorithms. These
type of multi-criteria problems arc most uscful when there arc several op-
timal solutions Lo a problem and one wanls Lo choose the one among these
which is optimal according to another fixed criterion. Possible application
in robetics and repeated games are eutlined.
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that the dish from the other one gets stolen. Since the ass is greedy (he does
not want any dish to be stolen away) he will never move and will, eventnally,
die.

In this example the ass has two different objectives competing with one
another. The first one is to cat so that the ass can stay alive, the sccond one is
to prevent the dishes from being stolen. A reasonable compromise, which could
be termed the “watchmen’s compromise”, is to minimize the number of dishes
stolenn per unit time snch that the ass manages to stay alive:
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Here Sy € {0,1} is the indicator of whether a plate was stolen at time . R, =
{0.1} is the indicator of whether the ass was consuming at time ¢, and R 18
the critical amount of food per unit time needed for staying alive. We can use
a Tauberian approximation to the above criterion (Ross, 1970):
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where 0 <~ < 1 is a value close to 1. R ;. = Reui/(1 — =), ie., the discounted
total cost (reward) criterion replaces the average cost (reward) criterion.! If ~
is sufficiently close to 1 then optimal solutions to the second criterion will be
close to optimal measured by the first criterion. Since the decision should be
mmade on the basis of both the ainount. of food caten and the number of plates
stolen. and both of these should be computed separately, this calls for a vector-
valued representation of reinforcement values, i.e., in the case of Leibniz’s ass,
the reinforcoment at tirne ( will be (£, St)-

Another reasonable comproumise is to maximize the weighted sum of pro-
tected plates and the amount caten:
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where 1wy, w2 > 0. This reduces the problem to the case of scalar-valued rein-
forcement values. Here, we do nol want. Lo argue against this or other reduc-
tions, but we want to show that under certain conditions reinforcement learning
algorithms can be extended to the vector-valued case in a sensible way.

LIn order to simplify the presentation we implicitly assume here that the decision process is
deterministic. However, this assumption is in no way essential to the subsequent developinents
and will be abandoned later.



If the immediate reinforeciment is veetor-valued then so will be the long-term
reinforcement, and, specifically, the evalnation of policies. Then the comparison
of policies becomes problematic. The requirements are the following: we want
to compare any pairs of policies and, in particular, we want a trausitive and
refiexive cemparisen opcrater. Scveral approaches will be shown below. No
matter hew the policics arc cemparced the notion ef an optimal policy can be
defined at this point: an optimal policy is one which compares favorably with
any other policy.

The comparison methods are best illustrated by the above problem. let
e (i) € R? denote the evaluation ef policy « in state « with

vn(@)7 = (071 (), vr2(a)),

where v, 1(2) is the maximum of the amount of food eaten and Rei, while
vg,2(i) 1s the number of plates stolen when policy « is being used, both being
computed when policy 7 is being used beginuning from state x. Then the criterion
considered above suggests to compare any pair of policies (1. w2) by first com-
paring the first components of their respective evaluation functionus: a; is better
than 7o il vy, 0 (x) > v, ,2(x). Since the evaluations are cut al ey we may
cxpect that vr, 1 () and vr, o(x) will be equal in a large number of cases. Then,
we comparc the sccond cempencnts: 7y is better than ma if g, 2(%) < vr, 2(2)
(note the reversed relational symbol). That is, among policies which let Leib-
niz’s ass staying alive. the ones with a smaller number of stolen plates are
preferred. Tn this case there is an ordering emong the vector-components (the
two criteria) and so this problem is one example of ordinal multi-c riteria deci-
ston problems. Ordinal multi-criteria decision problems which was considered a
long time ago by Mitten (1964) and Sobel (1975) in teris of preference relations
over “partial policies”. In order the subordinate criteria to be useful at all, the
oplimization problern corresponding to the main criterion should have multiple
solutions. This can be achicved using reduced reinforcement-spaces. As an in-
teresting example note that Asimov’s robots use such an ordered multi-criteria
decision problem representation: the “laws of robotics™ claims that robots have
o i) delend human beings, i) defend themselves unless this conllicts with rule
i); and 1) scrve human beings uuless this conflicts with rules @) or iz). Also
this type of eriterion is rclated te selving MBPs in parallel, a problem similar
to that of considered by Singh and Cohn (1997) and empirically in mobile robot
learning domains by Asada et al. (1994).

Criterion (1) can also be viewed as one that defines a discounted optimiza-
tion problem subject to a discounted constraint. Structural propertics ef such
probleins were studicd extensively in the centrol and operations rescarch liter-
ature, e.g. by Frid (1972); Heyman and Sobel (1984); Altman and Schwartz
(1991).

Another approach is Lo comparc any pair of policics, (71, 72), by cornpar-
ing the weighted sum of the componcuts of theirs cvaluation functions, c.g.
W1y, 1 () + watir, 2(x) and wivr, 1 (x) + wovr, 2(x) (wy,w2 € R). Note that
this criterion, often called the weighted criterion (see Feinberg and Schwartz



(1995) and the references therein), is different from the one obtained by the lin-
ear combination of the immediate reinforcement values iff the disconnt factors
of the two components are different.

If there is no natural weighing of components then oune can still use the
canouical ordering over the return space. In this case, however, not all policics
will be comparable and so the notion of optimality nceds to be adjusted. The
natural choice is then Pareto-optirnality: a policy 7 is called Pareto-optimal in
state z if no other policy can majorize 7 at x, i.e., if there is no policy 7’ s.t.
v (x) 2 e (). A policy is called Pareto-optimal iff it is Pareto-optimal in each
state. It turns out, that Parcto-optimality is cquivaleut to weighted optimality
with appropriately chosen weights and if cach commponent of the cvaluation is
computed as the total discounted reward for some reward function (Feinberg
and Schwartz, 1995, Lemma 7.4). In Lthe above example, assuming that the
amount of consumed [ood is nol truncated, a Parcto-optimal policy would be
onc for which there is no other policy that would allow the ass to consume morce
(than the amount cnsured by the Parcto-optimal policy) while assuring a smaller
mwunnber of stolen plates. Pareto-optimality has been studied by many researchers
who usually studied conditions which ensured the existence of optimal policies
of certain forms.

Apparently the carliest result for dynamic vector-valued models are those
of Brown and Strauch (1965), who counsidered abstract return spaces having a
general multiplicative lattice structure and who showed that the “principle of
optimality” holds for finite-horizon problems. The results were later extended
to infinite horixon problems in many special cascs (sce, c.g. (Feinberg, 1982;
ITenig, 1983: Feinberg and Schwartz, 1991)).

In this article we present a general framework based on abstract dynamic
programining models, and which is a mixture of the ahove approaches (Denardo,
196 7; Bertsckas, 1977; Littiman and Szepesvari, 1996; Szepesvari, 1998). Naincly,
we suggest an approach based on the notiou of reinforceincut-propagating oper-
ators, just now these operators will work ou function spaces defined over general
return spaces with geueral orderings. In this way we can address coustrained
problems, lexicographic criteria, lattice return spaces and different reinforce-
ment. propagation scenarios within the same framework.

The article is organized as follows: in Scction 2 we introduce the con-
cepts necessary for the development and list some basic results concerning the
Belliman-optimality equation and the existence of optimal stationary policies.
Reinforcement learning algorithms are introduced in Section 3. Some computer
experiments, illustrating the theory, are given in Scetion 4 and conclusions arc
drawn in Scction 5.

2 Abstract ordinal dynamic programming
An Abstract Dynamic Programming (ADP) problem can be given as a 5-tuple

(R, X, A, A, Q). where X is the state-space of the decision problem, A is the set
of actions, A: X — A, A(x) are the actions feasible in state z, R is the return



Figurc 1: Tlustratien of the “Leibuiz’s ass” decision problem. For a description
of the problem sce the text.

space and Q : RY — RX*4 is the so-called reinforcement-propagator opera-
tor (Szepesvari. 1998). In order to explain the meaning of these components
consider the problem of Leibunizg’s ass once again. A simplified representation of
that. problem could be the following (sce also Figure 1): the ass’s state agsuncs
three values: being in the middle, at the left plate, or at the right plate. The
plates can be [ull or emply. One stalc of the decision problem is composed of
the pesitien of the ass, and the state ef the plates. So the stlale space (X) has
12 clements.  The actions taken by the ass can be to stay at that position, move
left, or move right, so the action space (A) has three elements. The dynamics
is given by the following (stochastic) rules: the move actions work as intended.
If the ass chooses te stay at a full plate then that plate becomes empty (con-
suming), if the ass stays at an empty plate then food may appear at that plate
according te some fixed stochastic rule and if the ass stays at a plate (cither full
or empty) then the state of the other plate can change according to some other
fixed (stochastic) rnle. If the ass is in the middle then none of the plates can
become empty in the next step (the ass is guarding the food). The dynamics
can be summarized by a randem mapping ¢ : X x A — X (or. cquivalently, as
a sct of transition probabilitics). The ass is considered to be consuming a unit
food if it chooses to stay at a, full plate. If x; is the state at time ¢ then the
reinforcement streams {R;, 9;} of Equation (1) can he given by R, = 1 if in
stalc @y the ass is at a [ull plate and the chosen action, ag, is *stay”, R = 0,
otherwise. Therefore, Ry = R(xt, ar) for some function R. Further, S; = 1. if
the feod disappears from a plate while the ass is at the other plate, otherwise
S, = 0. That is, S, = S(r,a;,2,41), where ;11 = t(z,,a;). Let us define the
evaluation of a (deterministic, stationary) pelicy, # : X — A, by

U, TR =2 min(Rcm, E[Zﬁ/tl?f lxo = T])

=0
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where E[] is the expectation operator underlying the decision process. Since

min(R,E[¢ + n]) = min(R, E[¢] + E[n]) = min(R.E[¢] + min(R, E[n])) holds if



R > 0 aud &. 7 arc nouncgative random variables, it follows that

Uralz) = min(Rcrit, R(z,7(z)) +
min (Reie. v Y pla, (), :_u)i‘r(y_)))z
yeX

where @, (7) is just the expected discounted total cost of executing policy « from
state z and p(x.a.y) = P(y = t(x,a)). Since T > ¥ 1. it then follows that T, y
satisfies the inequality

tea(r) > min(Rcrit-R(:r,?r(.lt))+

Hlin(R(:rih ~ Z p(a, 7 (x), g)'ﬂnl(y))).

yeX

It then follows thatl if we define v; as the solution of the (ixed point cquation

il = min(Rmf,. R(x.w(x)) + (2)
min(Rcrit, ’} Z [)(Jlf- w(:E), y)'("ml(;‘/)))s
yCX

then v, < ., i.e. v, provides a lower bound for #.. It also follows that if
7 is such that v.(x) = Reie then also or(x) = Ree. Thus if 7 is such that
vr(x) = Raip then © is also a “satisfactory” solution of the original problem.
Since in general ¢, ; cannet be ebtained as the solution of a natural fixed point
equation, in what follows we shall work with this approximation within the
realin of this exaruple. Note that as a resnlt of this approximation we may loose
the optimal solutions to the original problem.
It should be clear vhat 5 can be written recursively:

Bra(r) = 3 pla, () y) {S(r, w(x).y) +vin ()} - (3)

yeX

Now, if oue defines Q hy

(Qu)(z.a); = min(Rcm, R(z, a) + min(Reric.
v Y plasay) (?/))) ;
yX
(Qu)(x,a)y = Z p(r,a,y) {5z, a, y) + vealy)}
yeX

and T : R — R by

(Tre)(z) = (Qu)(z. o (x)), z€ X,
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then we see that ey is just the fixed point of T,. Note that the definition of Q is
obtained from (2) and (3) by systematically replacing = (z) by a, and v, (&) by
2 everywhere in the equations. Observe that Q provides a concise summary of
both the state- and reinforcement-dynamics of the decision process. Note that
using Q alone it is possible to define the evaluation for general classes of policies
and it is possible to show that the corresponding fixed point will still hold true
(Szepesviri, 1998).

Policies are compared on the basis of their evaluations. Since now o, (1) €
R = R? is vector-valued we need a way to compare pairs of vectors. Therefore,
we will assume that a binary relation < over R is given which is reflexive.
transitive and trichotomous (i.c.. < is an ordering, or R = (R; <) is a lattice)
i.e., we require < to be

1. reflexive: v < r for any r € R;

2. transitive: if r,r’ and r” are such that v < v’ and v’ < r” then r < 7"
(ro’.r" € R):

3. trichotomous: for any pairs (r,7') € R either r <7’ or v’ < r (the ordering
is totel) and if both relations hold then r = 7.

In our example we can take a “reverse-2ud” lexicographic ordering: r < r/ if
< -ri or if rp = -r’l then ro > 1'2 (here the components of r aund r’ were
denoted by lower indices). This finishes the censtruction of the ADP describ-
ing the problem-structure of Leibniz’s ass. This “reverse-2nd” lexicographic
ordering differs from lexicographic ordering ouly by the condition on the sccond
componcuts: we wrote 72 > 74 instcad of 1o < 4. For couvenicnce, we will
continue with considering lexicographic ordering. Lexicographic ordering (and
also “reverse-2nd” ordering) satisfies the above properties, i.e., it is an ordering.

Now. what arc the optimal policics in an ADP? In order o facilitate the
connection with RL we will define the notion of optimal reinforcement funetion
(instead of relying on Pareto-optimality). but first we need to assign a meaning
to the supremum of subsets of R: for A C R, a = s.u.p. A is a value such that
forall ¢ > A, also ¢ > a (a > b is delined by 6 < a, and ¢ > A is delined as
a > o for all @' € A). The infimum of scts is defined similarly. A lattice (R: <)
is said to be complete if for all bounded subscts A. both the infimum and the
supremun of the set exist. Lexicographic ordering is complete: for example,
the supremun o of A C R? can be defined in a standard way as follows:
a} = sup{as : @ = (a1,a2)7 € A} and af = inflaz, : an = (a1n.a2n)’ €
As.t.ay, — a}}. In order to deal with the supreimum of arbitrary subsets of R
we need to extend the return space R = R? to R2, where R = {— o, +oo} UR
is the sct of extended reals with the natural topology. The ordering < of R can
be extended to functions with values in R in the natural way: for v, w € RY
we say that ¢ < w iff for all y € Y, v(y) < w(y) holds. Note that < over RY is
ouly a partial ordering (i.e., it is not total).

Equipped with the notion of supremum we can define the optimal reinforee-
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ment function:
v (1) =saup. v (n), T€AX. (4)
well
ITere IT denotes a fixed sct of policies. We will consider the case when IT cquals
to the set of all stationary policies. A policy in the class IT is said to be optimal
if v = o™,

New, we can answer the question about the form of optimal stationary poli-
cics in the case of Leibuiz's ass. For sure, an “optimal ass™ would indefinitely
repeat “guarding steps” (staying in the middle) and “consumation steps”™. It
should also be clear then that the exact ratio of the waiting times would depend
on the value of R.it. It should also be clear that for some values of IR all
statienary policies would be suboptimal. A ferm of optimal policies for this class
of problems can be found in (Feiuberg and Schwartz, 1995). Note that if onc
extends the state space, se that the ass has ceunting-actions with a limited sct
of numbers (i.e. if the ass is enabled to count up to a fixed maximum nmunber),
and if the ass can choose actions randomly then optimal pelicies can be exactly
recovered. So this case reduces te the casc ol randormized stalienary policics.
The following theorcin restrict the set of policics further to deterministic sta-
tionary policies, so that tractability of the learning problem will be ensured, but
global optimality is lost. The theorewm is proven in the appendix.

Theorem 2.1 Consider o finite? ADP (R, X. A, A, Q), where (i) (R;+, || - ||r)
is a Banach-space and R is cquipped with (i) o complete ordering < which sat-
isfies the following countable transitivity property: (#4) if ry, is weakly conuver-
gem’3 in R, and rg <11 <19 < ..oy < Ty < ... then rg < limy,_Lac Ty .
Further, assume Lhal (iv) Q : RX - RX*A is monolone: Qv < Qu whencver
v < w, v,w € RX, conlinuous in the lopologics induced by poinlwise conver-
genee over RE and RAXA, (v) and that it is o contraction w.r.t. the induced

mazr-norm* || - ||se.r. (vi) Assume that1': R — R, defined by
Tv)(r) = m.a.x.(Qu)(r. a 5
(L)) = max (Qv)er.a) )
has a unique fired point v'. and liny,_.oc T = v for all v € RX s.t.

[[0]]ac,r < 00. Let T = AN be the space of stationary policies. Then

1. vt > wx for all 7 (7 is a deterministic stationary policy) and v~ = v*, so0
Tv™ = v* (Bellman optimality equation);

if Tov! = Twl, dc., of 7 is myopic w.rt. ¢!, then vx = v* (myopic
policics are optimel);

S if Tureg > vy then v > vn (Howard’s policy improvement routine is
valid).

2An APP (R, X. A, A, Q) is called finite if both X and A are finite. The finiteness assump-
tion in this theorem can be rclaxed by some extra work.

3A sequence 7, is said to be weakly convergent in R if it is convergent in the topology
induced by the vector space structure of R.

4The induced maximum-norm || - ||, % is defined by le]|oc.r = sup ez llv(@)lIr-



Opcrator T, as defined by (5), is called the optimal value operator.

It is easy to check that conutable trausitivity holds for seqnences of R"
and the lexicographic ordering. The most convenient way to derive the basic
dynamic programming theorems is to reduce the problems to the contraction
mappings, or Banach-fixed point theorcm which states that cvery contraction
mapping over a Banach-space admits a nnique fixed point (Smart, 1974). The
space of bounded functions over a Banach-space with the induced maximum
noriu is again a Banach-space. In order to use this theorem we would need
a norm over R which makes (R;+.A-,|| - ||) complete and for which T would
be a ceutractien. Then condition (vi) would be satisficd automatically. For
this, we would nced that the m.a.x. operation over clements of R be a “non-
expansion” Namely, we would like to have || m.a.x.(r1,r2) — ma.x.(rg, )|z <
max(||r — ri|lw. [[re — vl ) hold for all r,7s. 71,75 € R. Unfortunatcly, there
is 1o such nerm over R%, when R? is cquipped with lexicegraphic ordering.

Note that if R = R™ with the lexicographic ordering then the actions at
which the maximum is recached in Eq. (5) can be computed by first computing
the sets

Aitr ={a € Ai(x)] bélf‘f,)(Qf)(l«'-,b)zﬁ = (Qf)(x.a); }
recursively for ¢ = 0,1,2,...,n — 1 with A = A(x). For couveuience, we will
denote the action sets as defined above by A;(Q. z) when Qf is replaced by any
function @Q € R(X x A):

,4()((2, J.') = .4(1’)
A1 (Q.r) = {o€ Ai(Q.x)]

max Qz,b); = Q(x,a), },
x| 2(x,b); = Q(x,a); },

wherei =0,1,2....,n— 1. Then

(Te) ()41 = (IE;I'LI(EIQiJ)(Q’l,’)(J.‘. @4)i+1-

Now we show that 7" has a unique fixed point and 7" converges to this fixed
point. for all bounded ¢ € RX previded that Q satisfics the cenditions of the
theorem and if Q acts componentwise, i.c., if (Qu); = (Qur); whenever v = w;.
Fix v and counsider the first component of 7%¢. Befine T; : R — R¥ by
If = (Lf)1, where f = (f, fay.... fn) with fa, ..., fn being arbitrary. 1} is
well defined and is a contraction. Morcover, (T"v); = T7"1 holds [er all n € N,
and therefore (T"v), converges to the unique fixed poiut of Ty. Similarly, if u
and w arc both fixed points of T" then wy = wq. Let us denete this common
value by v;". Now, consider (T™v),. Since

(T w)a () = max (QT"v) (. a)2,

weA (QImy.x)

and since Q is componentwise, Ay (QT™v,x) depends only on (T"w); which
is known to converge. Therefore, because of the finiteness of A, for n large
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cuough A1 (QT v, x) will stabilize at some sct A (v, ). Now, since the operator
u(r) = maxX,e ax (o) (Q1)(r,a)2 is a contraction, where 7 = (v, u.2',...),
also (T™¢)2 converges to some value (the operator is well defined since Q is
componentwise). Moreover, if « and w are both fixed points of T then w = w
and thus Ay(Qu.x) = A1(Qu.x)(= Aj(w)) for all x € X, and so uz and wy
arc both the fixed points of the contraction 2 — maxee 4:(2)(Q2) (. @)z and
are therefore equal. Continuing in this way for the higher indices we get the
proof of the required statement. Note that this argnment shows the problem of
Leibniz’s ass is indeed in the realm of Theorem 2.1.

Theorem 2.1 is just one exawmple of how the existence of optimal stationary
policics can be cnsured in multi-criteria problems. There are many possible
extensions of it, but these are outside of the scope of the present article.

3 Learning optimal policies

Siunce most convergence proots for RL algorithms rely on contraction arguments
the generalization of results like the convergence of such as the Adaptive Real-
Time Dynamic Programming (Barto ot al.. 1991), Q-lecarning (Watkins, 1990),
TD(A) (Sutton, 1988) arc casy to obtain for veetor-valued MDPs prowvided that
T is a contraction®. Unfortunately, this holds rarely. Nevertheless a successive
componentwise analysis, like the one presented at the end of the previous section
will in general yield the desired convergence resull.

As a particular example consider the case of Q-learning. Let @ = Q™ be
the optimal action-value function. Q-learning solves the fixed point cquation
Q" = Q8Q", (SQ)(r) = m.aX.pe 400y Q(x. 1)), by relaxation and without ever
estimating Q. In the case of an MDP with the expected discounted total cost
Q-learning takes the form

Qiilrear) = (1 — (g a)) @iy, ar) +
o (e, (If){Ht(.’lft, agyare—1) +
~ bcl_ljﬁ:i) (12/,((11,#+_1,I))},
with Q41(v,a) = Q,(cr,a) for pairs (z.a) # (x,0.). The relaxation factor
(learning rate) 0 < a4(x¢,ap) < 1 is gradually decreased towards zero so that
the variance of the estimates arc reduced and (probability one) convergence can
be achicved.

The raw generalization of Q-learning to vector-valned Q-learning replaces
the inmnediate-reward scalars (R;) in the above equation by immediate-reward
vectors and “max” by “m.a.x.”. For simplicity, consider a two-dimensional
return space with the lexicographic ordering. The update equation for the

5Tn fact, since the convergence of the vast majority of RI algorithms follows from the
general asynchronous contraction-mapping theorem of (Littman and Szepesvari, 1996) (see
also (Szepesvari and Litunan, 1998)). it is sullicient Lo reproduce the proof of that theorem.
It turns oul. that the raw generalization of that. prool will work without any problems for
contractions. Hewcever. this is out of the scope of this article.
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first compounent remains unchanged, but the update of the sccond component
becomes

Qi12(wr.a1) = (1 — ap(we ) Qroaliy, at) +
ay(ze, ar){ Rea(xs, as 2e41) +
- . 1
v max  Qia(res,b) .
A (Quaxe) ( )
The raw componcntwise gencralization of Q-learning would cmploy (crroneusly)
A(ay) instead of A1(Qq., ).

The analogue of Q-learning for MDPs with the maximin criterion, proposed
by Heger (Heger, 1994, 1996), is the Q-hat algorithm defined as

Galrea) = min{Q,,(.T,,.a.,,).RL(.r[,CIl.ﬁ?;,+1)+

v Tedj Qt(~75t+lt ‘)}'

This algorithm will converge to the optimal Q-function if QJg > (2* (the initial
estimate is optimistic). The raw generalization replaces “min” and “max” with
“m.ian” and “m.a.x.”, respectively. Unfortunately, this iteration may fail to
converge te Q* since the convergence of Q-hat exploits Q¢ > Q* (¢ > 0) and this
may fail in this casc.® In erder te surmount this preblem onc has to update the
second and larger index components by some means other than Q-hat learning.

It is natural then to consider adaptive real-time dynamic programming algo-
rithrns. For maximin preblems this algorithm builds an cstimate of the transi-
tionsets T(z,a) = {y € X | pla, a,y) > 0} and another cstimate of the rewards
R(x,a,y). Since there is no “optimistic initia ization” condition here, one may
show (using successive componentwise analysis) that the composite algorithm
converges to optimality if some other conditions, basically ensuring “sufficient
expleration”, hold. An unusual property of maximin preblems is that the
condition that all actiens should be tried in cvery state infinitely eften can be
substantially relaxed while retaining convergence to optimal behaviour. Namely,
it is proven in (Szepesvari, 1997) that if actions are chosen greedily then ARTBIP
will converge i1 a way that the chosen actions become optimal for large enough t.
Unfortunately, this theorem also requires the optimistic estimate cendition. i.e..
that v (the estimate of the optimal value function at time t) should be larger
than or equal to ©* for cach t. This is assured in the one-dimensional case since
Ti(r,a) CT(x,a) and R;(x,a,y) > R(x, a,y), but in the multi-criteria case the
incquality 4;(Qt,z) # 4;,(Q*,«¢) (i > 1) may invalidate Chis.

8This can be shown in the following way: Consider again R = R? with the lexicographic or-
dering. Then (Q¢41.2(z¢ a¢) = min{ Q¢ 2(z ¢, at), Re.2(xe,ar, et 1) +ymaxpe 4, Qr.2(e—1.5)}.
where 4; = A1(Q,x;). Notice that Q| 1,9(z.a) < Q. 2(x.a) for all (x.a) € U so il once
Qt2(2.a) < @5(:c.a) then @ 5w, a) cannot converge to Q3 (x.a). Here, A {(Qy,ay) may be
quite different from A4)(Q*, z:) which means that Q,4 2(x¢,at) may become smaller than
Q*(xt, at) even if Q¢ 2 = Q3, depending only on the valucs of Q1.
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4 Computer simulations

4.1 Multi-criteria dynamic games

In the computer experiments we will present some results for the game of tic-
tac-toe, so in this section we briefly review the theory of dynawmic games. It
is known that deterministie, strictly alternating games can be given in terms
of maximin problems. Counsider for example a two-player game wheun the state
space of Player T is given by Xg, the state space of Player 1T given by Xo
(X1 N Xy =0), the action set. of both players is A, and the transitions are given
by t: X7 UXy x A— X1UXoU{x,} with the restrictions t(«, a) € Xo U{x}
ifz € X, and t(z,a) € X, U{xs} if & € Xo. The state x5 is called the terminal
state: there is no transition from this state and the players arrive at this state
when they have just chosen a winning action in some state. Let a reward
structure be given by ry(z,a,y) = 1if o € X, and y = 2y, ri(w,a,y) = -1 if
x € Xy and y = vy, otherwise 7 (7. a.y) = 8. Then the total reward of Player
I is equal to 1 if he won the game, @ if there is no winner (draw  the game
continued indefinitely) and —1 if he has lost the game.

Consider the ADP given by the 6-tuple (R, X3 U X, U {2}, A, A, Q), where
A(r) = A, forall x € X, and (Qf )1, a) = minyerp(s.q) (R1 (0. y) + f(y)). with
T(x,a) = {t{i(x.a),b)|bE A} and

Ri(ria.y) =ri(z.a,t(r.a)) + r(t(r,a),b.y).

1min )
{bEA [ t(tHw.e)b)=y }
One can show that the optimal policies corresponding to this ADP arc exactly
the optimal policics of Player I in the game described above, and o* () = 1 if
there is a winning strategy in state z for Player I, v*(x) = 0, if Player I can

force a draw, and v*(z) = —1 if Player II has a winning strategy independently
of the first decision of Player I (x is a loser’s state).
Now if ro(x.a,y) = —1 for cach trausition (x,a,y) and Ry depends on ry

analogously to the dependence of Ry on r then optimal policies of the ADP
with R = R2, the lexicographic ordering of R? and
(Qf ) xya) = min. (R(z,0.y)+ fw)-
y€T(2,0)

with R(z,e,y) = (R (x, e,y), Ra(ce, a. y)) will correspond to those optimal poli-
cies of the above game which enable Player I to win in the minimal munber of
steps if he/she can win. Further, —o} () will give the minimum number of moves
until the end of the game while an optimal policy is carried out. Unflortunately,
this means that if Player I cannot win or draw then he will lose the game as
soou as he can. One way to overcomne this limitation is to change the ordering
from the lexicographic one to the following: (v1.v2) = (u1,u2) if v1 > .y, or
v =wr > 0 and v9 > us, or 1 = u; < 0 and vy < ws. This relation satislics
the sawme properties as the ones satistfied by lexicographic ordering. Clearly, if
Player I acts according to an optimal policy corrcsponding to this ordering then
he/she will win the game in the fastest way if he can and he/she will try to
mark time, otherwise.



| [0 J025] 05 J075] 1 ]
ARTDP 0.73 [ 074074 [ 076 | 0.1
3.56 | 42 [418 418|419
MC-ARTDP [ 085 [ 1 [0.96 | 1 1
3.59 | 3.28 | 329 | 3.28 | 3.28

Table 1: Results of exhaustive testing., Percent of optimal meves learnt, and
average number of steps to the end of the game for cases when the learuer won
arc shown for both learncrs learning with ARTDP and MC-ARTDP. In the first
raw the degree of randommness of the opponents are shewn: a randomness of
0 means an optimal opponent, while the randomness of 1 means a perfectly
randon opponent. The results suggest. that since the learners do not explore,
a complete optimal policy cannot be learned against the perfect. opponent (just
part of the game-tree is explored). The muuber of steps until the end of the
gawe are consistently smaller for MC-ARTDP than that of for ARTDIP. Also
MC-ARTDP can win a larger percent of games.

4.2 Experiments

The purposc of the computer simulations was twofold: to demonstrate that the
theory works in practice, and to provide some hint on the rate of convergence of
dilferent algorithms. The ARTDP algorithi were tried out for tic-tac-toc with
lexicographic ordering and the first criterion prescribing the desire to win (or
make a draw) and the sccond to finish the game as soon as possible’”. The
action sclectien procedurce was the greedy policy in all of the cases. Scveral
opponents were tried whose stategy was a mixture of the optimal-policy and
a totally randomized one. The degree of randomness was set to 0, 0.25, 0.5,
0.75 and 1, so that the first opponent, corresponding to randommess 8, is the
eptimal enc, while the last one is the totally randomized one. For comparison
both the mmnlti-criteria and single criterion ARDTP algorithins were tried (called
MC-ARTIDP and ARTDP, respectively.) The learner started the game in each
trial. The pereent of wins and draws, and the number of steps in the cascs
of won er drew gamcs arc shown in Table 1. The perecnts are computed by
cmploying an exhaustive scarch, i.c., we measured the percent of those leaves
in the full reachable gaine-tree when our learner did not lose the game. It is
clear that MC-ARTDD performs better than the ARTDP algorithm in all of the
cases, i.e., it could explore a larger part of the game-tree. The reason for this
is that MC-ARTDP uscs morce information than ARTDP. In particular. since
the sccend cempencnts of its evaluation function arc initialized to zero. initially
unexplored actions will look more favourable than explored ones, meaning that
dependence on the second component will facilitate exploration. To confirm
this observation we ran another set of experiments using the ARTD® algorithm

TThe first component of the reinforcement-veetor was +1 if the learner won, 0 if the gamc
was a draw and —1 if he lost the game. The second component was unity i cach step.
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Figure 2: Results of learning with the one-criterion and multi-criteria ARTDDP
algorithis against opponents of different strengths. MC-ARTDP-0.25 and MC-
ARTDP-0.75 label the curves of MC-ARTDP for an oppouent with randomness
0.25 and 0.73 . respectively. corresponding to the raw ARTDP algorithis. The
figures clearly show that it is easier to win against weaker oppouents

and when actions were chosen based on one of the following two well-known
exploration stategics: the Boltzmann-cxploration and the e-greedy strategy with
decaying exploration®. In this case ARTDP yiclded comparable results to that
of MC-ARTDP, thus confirming the hypothesis.”

Fxploration has a price, though. The more exploratory actions the player
trics the larger is the number of garnces lost during the learning trials. In order
to get a more complete picture about the performances of the two algorithins
we have weasured on-line (or during-learning) performance. Results are shown
in Figures 2. The Lh.s. subfigure shows the percent. of plays won or drew.
The larger the convergence speed to 1 is the smaller is the cost of exploration.
The r.h.s. subfigure depicts the mumber of steps until the end of the game,
for the games when our learner actually won. Both figurcs shew results for
the opponents with randommness 0.25 and 0.75 (resnlts for the other cases can

8The e-greedy exploration stategy chooses the best-looking (greedy) action with probability
1—cand chooses an action uniforinly randomly from the rest with probability ¢ (Thrun, 1992).

9In theory, as time goes Lo inlinity both algorithms will converge Lo optimality. So the
worse than optimal results should not be considered as cases when the algorithms got stuck
in “local minima®.
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be roughly obtained by intra- and extrapolations and arc not showu). Note
that both the ARTDP and MC-ARI'DP learn faster against weaker oppouents
which could be accounted for the small average depth of gae tree when playing
against. a weak opponent. Note that this the learner trained against a weak
opponcnt will probably fail to win over a stroug one, and the reverse may hold,
too: in order to learn the optimal minimax strategy the opponcuts should not
be restricted'. Also, in the case of both opponents MC-ARTDP learns slightly
slower (in the short-term) but results in a better policy in the medium-term.
More experiments are needed to confirm these findings.

5 Conclusions

We have considered multi-criteria decision problems using the framework of ab-
stract dynamic programming. The reinforceiments were assumed to be vector-
valued and were compared by a given total ordering defined over the corre-
spounding vector space. A result, showing the existence of optimal policies was
derived and it was shown that it applies to lexicographic ordering with “compo-
nentwise reinforcement propagation”. Next, reinforcement learning algorithms
were derived and we have argued that, in the case of lexicographic ordering,
their convergence can be proven by a method which we termed “successive
compouentwise analysis”. Experimental results were preseuted to illustrate the
working of the algorithins. lu the [uture we plan to extend the results and run
other simulations to reinforce the utility of multi-criteria learning.
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Appendix

Some properties of lexicographical ordering
Algcbraic propertics

It is important to note that lexicographic ordering has some quite undesirable
propertics. First. it is not order complete, i.c., for some valucs [ « € R and scts
Bcllu={ecR:l<a<u},sup.B<u orint.B > L For cxawple, lot
1w=(0,0)T,1=(-1,0)T arbitrary and consider the set B = {a: —1 < a; < 0}.

10Since the opponcents arc randomized (exeept the optimal opponent) the algorithing would
converge to optimality. However, the convergence rate will still depend on the degree of
randomness of the opponent. The convergence rale will depend on how [ast can the part of
the gamce-tree which is acecssible for an optimal player be fully explored. For opponents with
higher randomness deep parts can hardly be accessed, for opponcents with small randomness
parts that follow an initial sub-optimal choice will be hard to explore.
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Then saep. B = (0, —oc)? < u. Also lexicographic ordering is not Archirnedean
and is not compatible the vector space structure of R™ if [ = (0,1)7 and
1w = (1,0)Y then ml < u, m € N, but I £ (0,0)*: (1.1)7 < (1.2)¥ but
1,1)7 4+ (0.-2)7 = (0.-1)7T > (1,0)7 = (1,2)7 + (0,-2)". In fact, if a
finite dimensional vecter lattices is non-Archimedean, then it is isomorphic to
the preduct of the lexicographically ordered Euclidean space and a canonically
ordered ones. In the other case, when it is Archimmedean then it is isomorphic
to the appropriate Euclidean space with the canonical ordering.

Topological properties

Note that there is no norm over R" under which m.a.x. (corresponding to the
lexicographic ordering), as an epcrator, would be a ‘non-cxpansion™. Narncly,
there is no norm, ||| over R? which would satisfy | na.x.(rq,r2) —m.ax.(rf, r2)| <
wax(||r1 — ri ||, [|r2 — r4|]) for all w1, w2, 7.5, Also. < is not continuous in the
topology induced by pointwise convergence: (1/n, —10)" > (0.0)7 foralln € N
and (—1/n, —10)?" converges te (0, —10)4 < (0,0).

Existence of optimal stationary policies

IIcre we prove Theorewn 2.1, the text of which is not repeated here because of lack
of space. Firstly, we shall prove that «T, the unique fixed point of 1, majorizes
the optimal value function, v*. Fix an arbitrary policy @ and obscrve that
Ty > Trvy Since Trvx = vy, also Tvy > v, From this, and because of the
wonotenicity of T' (which helds becanse A is finite), we obtain T?v, > Tvr > vr.
Iterating this indefinitely. we get that 77t e, > Tl > ... > v, holds fer
all n € N. Thus, T™, is monoton increasing and thus (by the countable
transitivity assumption) lim, o Ty > vz Now, since lim,_.. T"v, = vT,
so vt > v, Since w was arbitrary, it follows that. o™ > ¥ by the definition of the
s..p. operator. Now, let  be a policy which is myopic w.r.t. vt: Tpoe™ = Tv™.
Since T =w¢',s0Txe =uw» . Now, since v, is the unique fixed point of T
(‘1 is a contraction since Q is a contraction). we get that vt = ¢, This shows
that @~ = »* and thatl 7 is optimal. In order to prove the third part censider a
pair of policics (w, @) s.t. Trrvy > vg. By Lhefirst train of thoughts, we get that
TT vy 2> v7 s amonotone inercasing sequencee, so that vy = limp o0 Ty > o5

holds, too, thus finishing the proof.

References

E. Altiman and A. Schwartz. Adaptive control of constrained Markov chains:
Criteria and pelicics. Annals of Operalions Rescarch, 28:101 134, 1991.

M. Asada. E. Uchibe, S. Noda, S. Tawaratsumida, and K. Heseda. Coerdinatien
of multiple behaviors acquired by a visiou-based reinforcoment learning. In
Proc. of IEEE/RS.J Int. Conf. on Intelligent Robot and Sytems, volune 2,
pages 917 924, 1994,

16



A.G. Barto, S.J. Bradtke, aud S.P. Singh. Recal-time learning and control us-
ing asynchronous dynamic programming. Technical report 91-57, Computer
Science Department. University of Ma. ssachusetts,1991.

D. P. Bertsckas. Menotone mappings with application in dynamic programining.
SIAM J. Control and Optimization, 15(3):138-16-1, 1977.

T.A. Brown and R.E. Strauch. Dynamic programming on multiplicative lattices.
J. Math. Anal. and App., 12:364 370, 1965.

E.V. Denardo. Coutraction mappings in the theory underlying dynamie pro-
gramming. STAM Rew., 9:165-177, 1967.

E.A. Feinberg. Coutrolled Markov decision process with arbitrary numerical
criteria. Theory of Prebability and Applications. 27:486 503, 1982.

E.A. Feiuberg and A. Schwartz. Markov decision models with weighted dis-
counted rewards. Mathermatics of Operations Research, 19:152—168, 1994.

E.A. Teinberg and A. Schwartz. Constrained Markov decision models with
weighted discoumted rewards. Mathematics of Operations Research, 20(2):
302 320, 1995.

E.B. Frid. On optimal strategies in control problems with coustraints. Theory
of Probability and Applications, 17:188 192, 1972.

M. IIcger. Cousideration of risk in reinforcement learning. Revised submission
to the 11th Imternational Machine Learning Conference ML-94, 1994,

M. Heger. The loss from imperfect value functions in expectation-based and
minimax-based tasks. Machine Learning, 22:197 225, 1996.

M.L Ilenig. Vector-valued dynamic programming. STAM J. Control and Opti-
mazation, 21(3):490-499, 1983.

D). Heyman and M. Sobel. Stochastic Models in Operations Research: Stochastic
Oplimization, volurne 2. MceGraw-Hill, New York. 1984.

M.L. Littman and Cs. Szepesvdri. A Generalized Reinforcement Learning
Model: Convergence and applications. In Int. Conf. on Machine Learnwing,
pages 310 318, 1996.

L.G. Mitten. Composition principles for synthesis of optimum multi-stage pro-
cesses. Operations Rescarch, 12:610-619, 1964.

S.M. Ross. Applied Probability Models with Optirnization Applications. Holden
Day, San Francisco. California, 1970.

S. Singh and D. Cohn. How to dynamically merge Markov deeision processes.
In Advances in. Neural Information Processing Systerns 11, Cawmbridge, MA,
1997. MIT DPress. in press.

17



D.R. Smart. Fized point theorems. Cambridge University Press, Cambridge,
1974.

M.J. Sobel. Ordinal dynamic programming. Managemen! Science, 21:967 975,
1975.

R.S. Sutton. Learning to predict by the method of temporal differences. Machine
Learning. 3(1):9-44, 1988.

Cs. Szepesvari. Learning and exploitation do not conflict under minimax op-
timality. In M.van Soincren and G. Widmer, cditors, Machine Learning:
BCML97 (9th Luropcan Conf. on. Machine Learning, Proceedings), volumne
1224 of Lecture Notes in Artificial Intelligence. pages 242-249. Springer,
Berlin, 1997.

Cs. Szepesvari. Non-Markovian policies in sequential deeision problems. Acta
Cyberncetica, 1998. accepted.

Cs. Szepesvari and M.L. Littmman. A nuified analysis of value-function-based
reinforcement-learning algorithms. Newral Computetion. 1998. accepted.

S.B. Thrun. The role of expleratien in learning centrol. Van Nostrand Rhein-
hold. Florence K'Y, 1992.

C.J.C.H. Watkins. Learning from Delayed Rewards. PhD thesis, King’s College,
Cawmbridge, 1990.

1%



