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Abstract

Recently there have been several attempts to ex-
tend Nesterov’s accelerated algorithm to smooth
stochastic and variance-reduced optimization. In
this paper, we show that there is a simpler ap-
proach to acceleration: applying optimistic online
learning algorithms and querying the gradient or-
acle at the online average of the intermediate opti-
mization iterates. In particular, we tighten a recent
result of (Cutkosky| (2019) to demonstrate theoret-
ically that online iterate averaging results in a
reduced optimization gap, independently of the al-
gorithm involved. We show that carefully combin-
ing this technique with existing generic optimistic
online learning algorithms yields the optimal ac-
celerated rates for optimizing strongly-convex
and non-strongly-convex, possibly composite ob-
jectives, with deterministic as well as stochastic
first-order oracles. We further extend this idea to
variance-reduced optimization. Finally, we also
provide “universal” algorithms that achieve the
optimal rate for smooth and non-smooth compos-
ite objectives simultaneously without further tun-
ing, generalizing the results of |Kavis et al.| (2019)
and solving a number of their open problems.

1. Introduction

Our goal in this paper is to obtain algorithms with optimal
convergence rates for the following problem:

find 2* = argmin {(z) = f(z) + ¢(x), (1)
reX

where X is a convex constraint set in the d-dimensional
Euclidean space, f is convex and smooth, and ¢ is a (possi-
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bly non-smooth) convex function. When ¢ = 0, and given
access to (noise-free) gradients of f, Nesterov’s acceler-
ated gradient algorithms (Nesterov, |2018) achieve optimal
rates of convergence for Problem (). Several recent papers,
summarized in Table[I] have attempted to obtain similarly
accelerated rates that improve upon the sub-optimal rates of
Stochastic Gradient Descent (SGD) when the gradients of f
are corrupted by noise and/or when ¢ # 0.

Despite the major effort to obtain these extensions, existing
results suffer from several limitations such as: (a) inhibiting
noise in the gradient (Allen-Zhu and Orecchial 2017; Wang
and Abernethy} 2018)); (b) potentially querying the gradient
oracle outside the constraint set (Levy et al., 2018} |Cutkosky,
2019) (c) not providing optimal rates for strongly-convex
objectives (Cutkosky, [2019); (d) extra logarithmic terms
appearing in the error bounds (Levy et al.,[2018; |Cutkosky,
2019); (e) not handling proximal updates when ¢ # 0 (Levy
et al.,[2018;|Kavis et al., 2019; (Cutkoskyl 2019) or (f) relying
on prior knowledge of problem parameters (I'sengl | 2008;
Beck and Teboulle), [2009; |[Hu et al., [2009; | X1ao, |2010; [Lan)
2012 (Chen et al.| [2012).

In this paper, we demonstrate a simple direct approach to
deriving accelerated rates: following |Cutkosky|(2019), we
propose running an online learning algorithm and feeding
it with (possibly noisy) first-order information obtained at
the weighted average of its iterates. Then, building on the
recent simple, tight modular analysis techniques of generic
optimistic online learning algorithms (Joulani et al., [2017;
2020), we are able to alleviate all the aforementioned limi-
tations, design new accelerated algorithms with straightfor-
ward convergence analyses, and solve a number of problems
left open in previous work.

1.1. Contributions and Related Work
Our main contributions can be summarized as follows:

e We provide a direct, simple template for deriving and
analyzing accelerated algorithms for stochastic and
deterministic convex optimization with composite ob-
jectives. We further extend the above framework to
variance-reduced stochastic non-strongly-convex opti-
mization.
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X f ¢ Oracle Universal Notes
Tseng| (2008)) Any Non-SC v D -
Beck and Teboulle| (2009) R4 Non-SC v D -
Hu et al.| (2009) R4 SC/Non-SC Vv S+D - Assumes bounded trajectory
Xiao| (2010) Any Non-SC v. S+D - Dual-Averaging
Lan|(2012) Any Non-SC v S+D - Not utilizing prox-map of ¢
Any SC/Non-SC Vv S+D -
Chen et al| 2012) Any SC v S+D - Exponential noise-free rate
. Any Non-SC - D - Linear-coupling
Allen-Zhu and Orecchial (2017) Any SC i D i Exponential rate
Any Non-SC v D - Primal-dual view
Wang and Abernethy| (2018) Any SC - D - Exponential rate
. Any SC/Non-SC v. S+D -
This paper (Corollary EI) Any SC v D - Exponential rate
Cutkosky|(2019) Compact Non-SC - S+D v Accessing f outside X
Levy et al.|(2018)) Compact Non-SC - S+D v Accessing f outside X
Kavis et al.[(2019) Compact Non-SC - S+D Ve
This paper (Theorem |5) Compact Non-SC v S+D v

Table 1. Summary of previous work obtaining accelerated rates of convergence. |Cutkosky| (2019) analyses strongly-convex optimization
as well, but the rates are sub-optimal (i.e., non-accelerated). Here, “Non-SC” means non-strongly convex (that is, strong-convexity of f is
not required), “SC” means strongly convex, “D” and “S” stand for deterministic and stochastic oracles, respectively. Universality means
the algorithm achieves the smooth and non-smooth rates simultaneously without requiring the knowledge of the problem’s smoothness
and noise level. The “bounded-trajectory” assumption means that the error bound scales with the maximum distance of the iterates from
the optimum x*, but the algorithm does not enforce this to be bounded (e.g., through projection to a compact set). See also the survey by

Bubeck| (2015} and the recent book of Nesterov| (2018)).

e For composite non-strongly-convex objectives, we pro-
vide a new universal algorithm (in the sense of [Nes-
terovl 2015)): given only access to the proximal projec-
tion oracle of ¢ onto the constraint set, without prior
knowledge of the smoothness or noise level, the new
algorithm simultaneously achieves the optimal rate of
convergence for smooth and non-smooth f. This, to-
gether with the fact that the algorithm uses coordinate-
wise adaptive step-sizes, resolves two problems left
open by |[Kavis et al.[(2019).

In particular, in Lemma(T]and Corollary 2} we tighten the re-
cent analysis of online iterate averaging by (Cutkosky|(2019).
Compared to their Theorem 1, Corollary [2] exposes addi-
tional terms that reduce the optimization gap. These terms,
whose absence prevented |Cutkosky| (2019} Theorem 3) from
getting the optimal accelerated rates, are similar to what
Wang and Abernethy| (2018) obtained through an indirect
formulation of acceleration as a two-player game.

Next, we show how to utilize the aforementioned reduc-
tion to obtain accelerated rates. This is achieved by us-
ing properly-tuned optimistic online learning algorithms

(Rakhlin and Sridharan, [2013ajjb; Mohri and Yang} [2016])
as the underlying optimization machinery. Importantly, this
tuning can be done somewhat independently of the assump-
tions on the objective (such as the presence of noise, strong
convexity, or a non-zero ¢) or the algorithmic techniques
(such as proximal updates or adaptive learning rates), thanks
to the recent modular analyses of online learning algorithms
by [Joulani et al.[ (2017; 2020). This results in a simple,
straightforward acceleration framework.

Furthermore, we extend the analysis to variance-reduced
optimization for smooth non-strongly-convex functions. We
show that incorporating negative momentum (common in
the accelerated SVRG literature, see, e.g.,|Allen-Zhu, 2017}
Lan et al., [2019) in our framework introduces an additional
reduction in the optimization gap, enabling us to obtain
the optimal convergence rate. We also analyze a simpler
version of the variance reduced algorithm without negative
momentum, which enjoys a variance-reduced, though still
sub-optimal rate of convergence for the last iterate.

Finally, we provide a universal algorithm for non-strongly-
convex composite optimization, extending the works of
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Levy et al.[(2018); |Cutkosky| (2019); |[Kavis et al.[(2019) to
the case when ¢ # 0. The new algorithm features proximal
updates and coordinate-wise adaptive step-sizes, thus solv-
ing two problems left open by Kavis et al.| (2019). Unlike
Levy et al.| (2018)) and |Cutkosky| (2019), the new algorithm
does not query the optimization oracle outside the constraint
set X', and does not suffer from extra log terms in the bound.
Unlike the algorithm of |[Kavis et al.|(2019) (which is based
on mirror-descent) our algorithm is based on dual-averaging,
which is better suited to sparse learning with a proximal ¢,
penalty (Xiao, |2009; McMahan, 2011).

Notation. R denotes the set of real numbers. For any
positive integer n, [n] = {1,...,n}. Leth : D — R
where D C R¢ for some positive integer d. The gradient
or a subgradient of / is denoted by h’. When h is convex,
the Bregman-divergence By, : D x D° — R is defined as
Bp(z,y) = h(z)—h(y)— (W' (y), x —y), where D° denotes
the interior of D. We say that h is u-strongly convex with
respect to (w.r.t.) anorm || - || if for all z € D,y € D°,
Ellz — y||* < Bu(w,y), and it is p-strongly convex w.r.t. a
function n : D x D° — [0, 00) if pu-n(z,y) < Bp(z,y) for
all x € D,y € D (note that h is u-strongly convex w.r.t. a
norm ||-|| if it is p-strongly convex w.r.t. the function ||-||%/2).
For non-negative integers a, b and a sequence of numbers
or vectors xg, T1, ..., we let Tq.p = Ziza x, if a < b and
0 otherwise. With a slight abuse of notation, for a vector
x € RY, we denote its coordinates as z = (x1,...,2q);
whether the subscript refers to a coordinate or a time index
is usually clear from the context (to reduce the possible
ambiguity, we normally use 7 and j to index coordinates of
x, and ¢ and s to index time, i.e., typically z; € R denotes
a real coordinate and z; € R? denotes an iterate computed
at time step t). For an event E, I[{ E'} denotes its indicator
function, that is I{ E'} = 1 if E is true, otherwise I{ E'} = 0.

2. Preliminaries

For simplicity, we assume that an optimizer 2* € X of
Problem (T)) exists, i.e., £* := {(z*) < £(x) forall z € XE]

Smoothness of functions. When f is differentiable over
R, given a norm || - |, the following are equivalent defini-
tions of smoothness of f (Nesterov,[2018, Theorem 2.1.5):
f is L-smooth if

(i) forall 2,y € RY, By(x,y) < Ll —y||2;
(i) forall z,y € RY, || f'(z) — f'()ll« < Lllz —y]| ;
(iii) forall z,y € R4,

If'(x) = f' W < (2L)By(z,y). ()

"We do not require X to be closed or compact, which are
normally assumed to ensure x* exists.

Throughout the paper, we only requir that f is differen-
tiable over X', and use @, holding for all z,y € X, as the
notion of smoothness under which accelerated rates are ob-
tained. Alternatively, assuming (1) holds only for x,y € X,
one can still obtain the same rates with a very similar analy-
sis as we provide, at the expense of an additional gradient
oracle call per step of the algorithms; we leave the details
for an extended version of the paperE]

Iterative optimization. We consider first-order sequen-
tial optimization procedures with access to a stochastic gra-
dient oracle that returns unbiased estimates of f’. We as-
sume that such an oracle is associated with a map F’ : X' X
[0,1] — R? and a distribution P over [0, 1] such that for
all z € X and for ¢ drawn from P¢, E [F'(z, ()] = f'(z).

A sequential optimization method then, in iteration ¢, queries
the oracle at a point y; € X, receives a gradient es-
timate g; such that E[g:|H:] = f'(y:) where H; =
o ((gs)z;ll , (ys)izl) is the sigma-algebra generated by all
the information used by the algorithm before making the
query at y, to the gradient oracle. In case ¢ is not zero,
we also assume that the optimization method has access to
the prox-function of ¢ (cf. Eq.[6). After T iterations, the
algorithm produces an estimate 7 of =*, based on all the
information it has seen, where the quality of the estimate is
measured by the error E [¢(Z1)] — £*.

Online linear optimization. One way to design and an-
alyze iterative optimization methods is through online lin-
ear optimization (OLO) algorithms. An OLO algorithm
sequentially comes up, at each time step ¢ € [T], with a
prediction z;, then receives a linear loss function {ayuy, -),
with the aim of maintaining a small cumulative compos-
ite loss Zthl oy ((ug, xp — ) + o(x) — P(x)) aka. its
regret, compared to a competitor point x. Here u; € R?
is unknown to the algorithm before selecting x;, but the
non-negative weights a; are known ahead of timeE] One can
convert an OLO algorithm to an iterative optimization algo-
rithm by using y; = z; to query the oracle, using u; = g;
in the linear loss to the OLO algorithm, and employing the

_ T .
average Tr = ) ,_; 5 as the final estimate of ™.

The appeal of this “vanilla online-to-batch” approach,
shown in Algorithm [I] is that it reduces the convergence
analysis of Zp for convex f and ¢ to the regret analysis of
the underlying OLO algorithm. In particular, by Jensen’s

2Extensions when f is non-differentiable at boundary points
are straightforward.

3 Assuming only that (i) holds for all ,y € X’ does not imply
or () in general (even for z,y € X). E.g., f'(z) can grow
arbitrarily in the directions orthogonal to X" while (i) holds.

“In fact, it is enough to assume that, for all ¢, oy is known
before selecting x;.
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Algorithm 1 Vanilla Online-to-Batch
1: Input: Stochastic gradient oracle F”, non-negative
weights (at)thl with a3 > 0, online linear optimiza-
tion algorithm A
2: Get the initial point 1 € X from A
fort=1to7T — 1do
Get the next stochastic gradient g, at the current
iterate x;
Send (a1 gt, ) as the next linear loss to A
Let 441 be the next iterate from A
end for
return the average iterate

s w

AN

Z;T:I Xt Tt

Q1.7

Algorithm 2 Anytime Online-to-Batch (Cutkosky} [2019)

1: Input: Stochastic gradient oracle F”, non-negative
i T . . . T
weights (a;);_, with a; > 0, online linear optimiza-
tion algorithm A
2: Get the initial point z; € X from A and let Z1 <+ x1
fort=1to7T — 1do
Get the next stochastic gradient g; at the average
iterate T;

Hw

end for
return the average iterate T

5: Send (a1 gt, -) as the next linear loss to A
6: Let z;11 be the next iterate from A
7o ety « Zami®s
: Tt+1 at:t41
8:
9:

inequality,

< i]E {at ((f'(x0), 20 — %) + P(ay) —

Q1.7

¢(w*))]

Q.7

<E [RT(“] , 3)

where Rr(x*) is an upper-bound for the regret of the OLO
algorithm. Thus, to analyze the convergence of Z7, one can
simply plug-in an off-the-shelf regret bound (reviewed at
the end of this section) for the underlying OLO algorithm.

_ [zt Lai (9o @ — 7%) + d(zy) —¢(1‘*))]

Anytime online-to-batch.  An alternative, elegant online-
to-batch conversion (Algorithm [2) was recently proposed
by Cutkosky (2019), which uses the “online” average r; =

ZZ 13,5 s as the query point, i.e., y; = Z;. (Cutkosky
(2019, Theorem 1) showed (with ¢ = 0) that (3] holds under
this conversion scheme as well. In the next section, we show
that in fact Algorithm [2]enjoys a tighter version of (3)) that

enables us to prove accelerated rates.

Generic regret bound. Next, we recall the regret bound
for a general family of OLO algorithms known as “adap-
tive optimistic follow the regularized leader” or AO-FTRL
(Rakhlin and Sridharan} 2013a3b; |Mohri and Yang) 2016)).
At time ¢, AO-FTRL makes its ¢-th prediction as

t—1
Ty = argmin < Zaege + g, @ >

reX
+oap(x) +rog—1(z), @)

where, the r; : X — R are convex regularizer functions,
and for every t, g;, the optimistic part of the update, is
interpreted as a prediction of g; before it is received.

It is straightforward to see that AO-FTRL captures a wide
range of algorithms used in optimization (Xiao| [2009;
McMahan, 2017). For example, the dual-averaging algo-
rithm of Xi1ao| (2009) corresponds to the case when ¢ = 0
and ro4—1 = %/ - [|3 for n; > 0, in which case it is easy to
verify that

t—1 ~
2, = Ty <_ D1 ¥ss + atgt> ’ 5)

Ui

where Il denotes Euclidean projection onto set X'. More
generally, allowing coordinatewise step sizes 7; € [0, c0)?
and a possibly non-zero ¢, with .. (x) = % Z?Zl m,jxf
we recover the proximal (a.k.a. “composite-objective” or

“regularized”) dual-averaging update (Xiaol|[2009):

t—1
Tt = ProXy,  .¢.m, ( Z Qsfs — at§t>
2
Zt—1,
an (x - j) . ©)

where prox,, o is the prox-function of «y.4¢
with coordinatewise step sizes 7y ; and 21 =
- (ZZ 11 Qsgs + atgf) Note that AdaGrad-style updates

(Duchi et al., |2011)) can be recovered by setting 7, based on
the past gradient estimates g, g5 (for s < ).

= argmin aq.;¢(x
reX

If r, > 0, the cumulative regularizer ay..¢ + rg.t—1 is 1-
strongly convex w.r.t. a norm || - ||+, and the AO-FTRL
update is well-defined, that is, the minimizer z; € X exists
and <ZZ;11 asgs + e, It> + a1 p(xe) + rop—1(2¢) is
finite, then Theorem 6 of [Joulani et al.| (2020) gives the
following regret bound (see Appendix [E):

Rr(x*) = ror—1(

T
* 1 ~
x") + Z 504?“915 =3l D
t=1

3. Acceleration with Anytime Online-to-Batch

First, we present a lemma that generalizes the regret decom-
position of Joulani et al.|(2017) to work with the averaging
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scheme of |Cutkosky| (2019). Crucially, the decomposition
keeps track of some negative Bregman-divergence terms,
which are instrumental in reducing the contribution of the
OLO regret to the error of Z.

Lemma 1. Fort = 1,2,...T, let ay > 0 and z; € R,
and define T; = (22:1 asTs) /o, By = oy By(a*, Ty),
and Bf = a1.4—1Bf(Z1—1,%¢),t > 1. Then, if ¢ is convex,

Q1.7 (f({i‘T) — E*)

T
< Z@t ((f'(Ze), ¢ — ™) + P(xs) — p(x¥))
t=1

— Bir—Bl,. ®)

The lemma immediately gives rise to the following generic
error bound, which improves upon Theorem 1 of |Cutkosky
(2019) by keeping around the aforementioned thf and
— B, terms. While the B; are the usual Bregman-divergence
terms (also appearing in the vanilla online-to-batch) that
are utilized to get fast rates for strongly convex functions
(and can be dropped in general as long as the function is
star-convex; see Joulani et al., [2020), the important new
terms here are the thj terms, which allow us to prove
accelerated rates for online averaging.

Corollary 2 (Generic Error Bound). Under the assumptions
of Lemmall} if forallt = 1,2,...,T, g, € RY satisfies
E [g:|z:] = f'(Z+) and we have

T
Do (g w — 2%) + d(xr) — ¢(a¥)) < Rr(a*) (9)

Sfor some upper-bound Ry (x*), then

E[(er) — (")) < E | R2@) ~Bir ~Big

(10)
ai.T

The corollary follows since g; is a conditionally unbiased
estimate of f’(Z), so the first term on the r.h.s. of (§) is, in
expectation, equal to the term on the Lh.s. of (9), and hence
upper-bounded by E [Rr(z*)]. Next, we prove the lemma.

Proof of Lemmall] Writing f(Zr) as a telescoping sum,
f(zr) — f(z")
)+ a1 f(1) . XT: arf(T) — a1 f(Te—1)

Q.7 a7

t=2

Z art—1(f(%) = f(ZTs-1))

Q.7

T 7 *
_ 3 el

+
a1-
=1 LT =2

T =\ = =~ B/
Q- T¢), %t — Ti—1) — B
+Z Le—1 ([ (Ze), T t-1) t
t=2

ai.T

- ay (f'(Z¢), 2 —a*) — By

N ; a1.7

d ar (f'(&e), xe — T¢) — Bif
+ ;2 (O3

T

_ S ol f @), —a*) — Bur — Bly

)

ar.T

where the third step follows since by the definition of Breg-
man divergence, (=) — f(y) = (f/(2), 2 — y) — By (y,2).
the fourth step follows since by the definition of Z;, for
t=2,3,...,T we have Ozt(.ft — .Z‘t) = al:t—l(i‘t—l - jt),
and the last step uses £1 = x1. The proof is completed
by ¢(@r) — (a*) < Y., 2= (¢(ar) — $(2*)), which
holds by Jensen’s inequality. O

Acceleration. The main idea behind deriving accelerated
rates is combining (7) with (I0), and selecting o, g; ap-
propriately so that the negative terms thf in (TO) offset

the contribution of the terms %f llg: — gtH%t)* in (7)) to the
final error bound of Z. For example, let f be L-smooth
over RY or assume otherwise that (2)) holds with the norm
-1l =1l - |l2- Suppose the optimization algorithm uses
the dual averaging update () with o, = ¢, 9, = n = 2L,
deterministic gradients g; = f’(Z;), and §; = g:—1. Then,
T0.¢—1 is 1-strongly convex w.r.t. the norm L|| - ||3, and the

2
norm terms - || g; — §t||%t)* in (7) can be bounded as

2

@ . 1 _ _
éIIgt - gtH(Qt)* = OéfEHf/(l’t) - f’(l’t—l)H%
2 , 2
<% pf- U _pf<pf,
200141 t(t — 1) ’

where the first inequality follows using (Z). Hence,
Re(a*) = Bl < La*|3 + £¢ [ £ (1)||3. Noticing that
ar.r = Q(T?) gives the well-known accelerated O(1/7?)
rate for the error of Zr. The next theorem, proved in Ap-
pendix [A] makes this argument precise for the general set-
ting with noise, non-zero ¢ and generic AO-FTRL.

Theorem 3. In Algorithm[2] let the base method A generate
its iterates by the AO-FTRL update @), using §: = g1—1
as the optimistic prediction of g; for t > 1 and arbitrary
g1- Suppose that f and ¢ are convex, and there exists a
norm || - || such that either that f is 1-smooth w.rt. || - ||
over R? or otherwise [@) holds with L = 1 for all z,y € X.
Further suppose that for all t € [T), rs—1 > 0 is convex,
the AO-FTRL update is well-defined with finite value
at the optimum x;, and there exist B; > 0 and a norm
| - lt) such that ay.4¢ + 1041 is 1-strongly-convex w.r.t.

B2+ 50 13- Then, if a2 B7' < anyy forall t > 1,
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we have
Ell(zr) — 1] < iE {”1(;”*) _Oﬁ;l(wt) - Bt:|
e [ et
firgizat)

where oy = g: — [/ (Z4),t € [T), and o9 = 0.

4. Applications

In this section we use the framework of the previous section,
and Theorem in particular, to obtain accelerated conver-
gence rates with proximal updates, noisy gradients, and
universal algorithms.

4.1. Accelerated Proximal Dual-Averaging

First, we show that with appropriately setting o; and 7, one
can obtain the optimal accelerated rates for the proximal
dual averaging update (6). In particular, we consider the
case of a single step size for all coordinates (with a slight
abuse of notation, 7;; = 7, for all 7) and ro.; 1 = || - 3.
Then, under the conditions of Theorem |3} we have

T 2 2
Qg llor — Ut—1||(t)*
El((zr)— )< S E [
P 20007

nrlla* |3 — S (e — me—1)||zel|3 — 2B,
1IE
2.1
E a1 ll?] . 12
+E [ @) - ] )

Thus, the optimal rates follow immediately by properly
setting 7, and ay, as captured by the following corollary.

Corollary 4 (Accelerated Proximal Dual-Averaging). Let
f and ¢ be convex and assume that either [ is L-smooth
over R or otherwise @) holds for all x,y € X. Consider
the online-averaged (stochastic) proximal dual averaging
algorithm, given by Algorithm[2|with update (6) using g, =
gi—1 as the optimistic prediction of g, fort > 1, and g, =
0, where the gradient estimates g; are unbiased, that is,
E[g:|z] = f'(Z1). Let 02 = max{_, E [|o¢||3], where
or = gt — f'(@¢), and let D = max{||lz*||2, |21 — 2}[]2},
where x; is the minimizer of f over R?. Then we have the
following error bounds:

(i) If gy = 4L+77at\/ff0rsomen > 0and oy = t, we
have
AL+ % 4+ 9TVT) D? 4 22TVT

E[¢(ar) - ] < T

_ 0 LD2+,'7D2+,'7—10.2
T VT '

(ii) If ¢ is p-strongly-convex then using n, = 4L and
ap = t, we have

L 802T
)= 0] < UL+ %) D* + 75
r = T(T +1)

LD? o2
_O< T2 +MT> '

E [4(Z

(iii) If g¢ = f'(z¢) (ie., the noiseless case) and ¢ is -
strongly-convex, then for n, = 0 and any sequence of
ay > 0, € [T satisfying

\/a>—>f t>1, (13)

for some ¢ > 2 where k = (L + p)/p denotes the
condition number, we have

T-1
e 2 <1 _ )
O L Gz N
2p

Remark 1. The above rates of O (1/T2) for a non-
strongly-convex f are optimal in T when there is no noise
(o0r = 0), and the bound (14) also almost matches the
optimal O ((1 —1/y/k)T) rate for the noiseless strongly-
convex case. When there is noise, the worst-case rate of
o (1/\/?) (for non-strongly-convex ) and O (1/T) (for
strongly-convex f) are unavoidable, according to the lower-
bounds of [INemirovsky and Yudin (1983): when the noise
dominates, there is no hope of exploiting the smoothness
in the signal (i.e., the gradient). Therefore, similarly to
our paper, all previous work obtain only a lower-order im-
provement, e.g., from 1 /T + o/ VT (of smooth non-strongly-
convex SGD) to 1/T? + o //T. If the noise is small, the
latter rate is closer to the noise-free optimal rate of 1/T7,
and determines the convergence speed of the algorithm in
the initial stages of optimization. In contrast, the former
bound (for SGD) is sub-optimal in the noise-free case. The
possible improvements are lower-order in case of noisy
strongly-convex optimization as well.

Proof of Corollary[d} First, notice that with any step size
ny = 4L + ~y, the algorithm is equivalent to Algorithm 2]
with AO-FTRL as the base algorithm, using regularizers
Fow—1 = 44|12, which satisfy the conditions of The-
orem [ with 8, — 4, || - |2 = L| - [, and || - |

(v¢ + a14p)|| - |3, where p is the strong-convexity param-
eter of ¢ (i.e, p = 0 in part (i), and & > 0 in parts (i) and
(ii1)). Hence, starting from (12)), with oy = t we have

E[l(zr) - £(")]
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(4L +7) 2*]3

XT: t°E [|loy — o4 1]13]

— (v + onap)T(T + 1) T(T +1)
Y= E 3] | B[S @)1
T(T +1) AT(T+ 1)L

In the above, E [||o; — 04—1||3] < 402. In addition, since
f is convex and satisfies (2), we have - | f'(z1)[|3 <
By (w1, 2%) < Lz, —a:;”2 where 2} is the minimizer of f
over R?. Then, plugging in v, = 1oy v/t (respectively, v, =
0) and dropping the non-positive terms — (¢ — y;—1) 7|3
immediately gives part (i) (respectively, part (i) of the
corollary.

To prove part (i), first recall that for 7, ; > 0, () is
equivalent to the AO-FTRL update (@) with 7¢.;—1(z) =
z E?Zl m,j23. For ny = 0, we define the update to be
AO-FTRL with rg..—1 = 0, hence the update will be of
the form z; = argmin . y (z;—1, x) + 1.4 ¢(z) (recall that

21 = — Zi;ll Qsfs — atgt). Then, since ¢ is strongly-
convex, despite having r; = 0 for all s, we have that
4P + 7“0t | is strongly-convex w.r.t. B;Z| - ||3 with
By = a1 & L Hence, by Theoremllwe have
vy ((er) =) < gl @) =@l (9)
as long as for all ¢ > 1, the assumption afﬁt_l < ap.p_1 of
Theorem [3]is satisfied: that is, we have
2
1
RO . (16)

oppaie—1 L k=1

It remains to show that (T6) is satisfied, and simplify the
bound . To that end, note that on the one hand, by
we have a.4_1/ay > /2K — 1, which in turn implies
% > 2Kk —+/2k > K — 1, proving (T6). On the other

hand (13) implies avy.1—1 < (1 — f)al (forall t > 1;
T—1
therefore a1 < aiq.7 (1 — \/167{) . Putting this back into

(T3) finishes the proof.

4.2. A Proximal Adaptive Universal Algorithm

Next, we present the universal convergence of Algorithm 2]
with AdaGrad-style step sizes, proved in Appendix [B]

Theorem 5. Suppose that the iterates x; are given by AO-
FTRL with AdaGrad step sizes, i.e., using @) with ro = 0,

d
x) = ,YZ = _277‘5_1»7 (xj - xt,j)27 t>1,

*Note that instead of using a norm, here we set || - || in
Theorem|[3]to be zero. While this is not a valid choice, an inspection
of the proof of the theorem verifies that the theorem still holds in
this case when o; = 0 for all ¢ and the dual norm is also redefined
to be zero.

where vy > 0, 1 ; = \/22:1 a2(gs,j — gs,j)%,t > 0 and
no = 0. Further suppose that g; are unbiased estimates of
f'(z4), and we use gy = g1—1,t > 1 and g1 = 0. Let R be
an upper-bound on |’ — x ; |2. Then the following hold:

(i) IfE [gt%j} < G3 forall t € [T, then

fory =2/R, where Gy j := (gt.; — Gt.5)-

(ii) If f is L-smooth over RY or otherwise @) holds for all
z,y € X, and E [O’ij] < ajz for all t € [T (recall
that oy = g; — f'(Z4)), then

d T

1 [~yR? 2>
+— |+ 2A + 6aZo?
ay.r ( 2 v ; ; L
LdR?>+ AR o©oR
= O S — + N ,
T2 VT

fory =2/R, where A = Y1_ | E[|f'(z1,)]]

Remark 2. Note that both bounds are achieved by the same
algorithm, without further prior knowledge about f (in-
cluding knowledge of L or o). The first bound above is a
data-adaptive bound that holds even if f is not smooth, and
is optimal when the data is sparse (Duchi et al.l 2013). The
second bound is of the optimal rate O(1/T? 4o //T) when
f is smooth.

Remark 3. The bound R required by the theorem is en-
forced, e.g., when X is compact. This implies that in the
unconstrained optimization setting, similarly to|Levy et al.
(2018)), we assume that we are still given a compact set X
containing x* and project to that set in the algorithm.

5. Accelerated Variance-Reduced Methods

In this section, we apply our framework to the variance
reduced setting. At any instance ¢, let the algorithm have
access to an unbiased stochastic gradient oracle F’. Then
the gradient estimate g, at Z; is calculated using F” in com-
bination with evaluating the gradient exactly (without noise)
from time to time:

9t = F'(24, () —

F'(Z¢,¢) + f'(2) (17
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where 2, is a snapshot point where the most recent exact
(non-stochastic) gradient was computedE] To ensure g; is
unbiased given the history H;, we make the following as-
sumption:

E[F'(z,()|H:] = f'(x) for any z that is H; measurable.

(18)
in which case we have E [g;|H:] = f’(Z:). The underlying
operational assumption in computing g; is that given f'(&;),
F'(Z4,¢) can be determined easily. For example, finite sum
minimization problems satisfy this assumption. In partic-
ular, in such problems, f = Y7, f; for some functions
fi: X = R, F'(z,i) = fl/(z) forall ¢ € [n], and (; has a
uniform distribution over [n]. It is easy to check that our
assumptions hold for this setup. Inn this case, the compu-
tational (iteration) complexity of an algorithm is measured
by the number of times the gradient of any of the f; is com-
puted, e.g., computing a full gradient f’ requires n gradient
evaluations.

We consider two settings: averaging with and without nega-
tive momentum: here, instead of computing our average
as the average of the previous outputs of the optimization
algorithm A, we calculate it as

_— Q1:4—1Tg—1 + Ty + Py (19)
K Q¢ +pt

where the a;; > 0 are the averaging weights as before, and
p¢ > 0 introduces a negative momentum towards the most
recent snapshot point Z;. If p; = 0, the formula reduces to
the earlier formula of Z; = 22:1 QsTs/ Q4.

The resulting algorithm, presented in Algorithm 3| extends
Algorithm 1 of|Joulani et al.|(2020) to the anytime averaging
scheme with negative momentum. Algorithm [3] operates
in epochs (the outer loop in the algorithm goes over the
epochs): At the beginning of epoch s, the gradient snapshot
is calculated. Then, in the sth run nof the inner loop, from
time 77.,_1 + 1 to 1.4, an optimization algorithm A is run
for T steps with the variance reduced gradient estimates
and averaging (T9). Finally, the snapshot point is up-
dated at the end of the epoch (the exact form of the update
is given later for the different variants we consider).

5.1. Warm-up: A Simple Variance-Reduced Algorithm

We first consider a version of our accelerated variance-
reduced method without any negative momentum (p; = 0
for all t) with the snapshot point being the first iterate of
each epoch (calculated at the end of the last iteration of

%The main application of the variance-reduced setting is the
case when f is a finite sum, and (; determines which elements of
the sum are used in computing the stochastic gradient estimate. In
this setting the exact (non-stochastic) gradient is often referred to
as the full gradient, or gradient snapshot.

Algorithm 3 Variance-Reduced Anytime Online-to-Batch
with Negative Momentum

1: Input: Stochastic gradient oracle F’, non-negative
weights (at)thl with oy > 0, epoch lengths

T1,T5,...,Ts, online linear optimization algorithm A
2: Get the initial point 2y € X from A
3: X421, T1 < 11
4: for s =1to S do
5: Calculate and store the full (deterministic) gradient
f(Z) > Denote &; = Z to be the most recent snapshot
6: fort=T1.c_1+1toTy.; do
7: Get the next variance-reduced stochastic gradi-
ent g, at the average iterate T;:
8: e = F'(Z4, G) — F'(Z4, Ge) + f'(2)
9: Send (g, -) as the next linear loss to A
10: Let x; 11 be the next iterate from A
11: Let Zy 1 < Q14T+ 1Te41+Per1Te

a1:t+41+Pt+1
12: end for

13: Update the snapshot point z.

14: end for

15: return the average iterate Zr and / or the latest snapshot
Z.

the previous epoch): In line(13} = 74,1, that is, in every
epoch s € [S]|, &y = Ty, 41 forallt € [T1.s—1 +1, Th.s).

To get our accelerated algorithm, we use AO-FTRL with
regularizer 71,1 = | - |3 as A with the snapshot used
as the optimistic gradient estimate a;g: = o f'(Z+). Under
mild smoothness assumptions, we have the following bound
on the performance of this algorithm:

Theorem 6. Suppose that f is convex, and assume that
f, as well as F(-,() for all {, are either L-smooth w.r.t.
| - |l2 over R or otherwise satisfy @) for all x,y € X.
Further suppose that F(-,() satisfies (18). Assume that
Algorithm is run with epoch lengths Ty, = min{7,2°71}
for some maximum epoch length T, snapshot update T =
41 in line@ oy = t, and A selected as AO-FTRL with
regularizer r1.4—1 = "&||-||3 for n; = 16 L2 and optimistic
gradient estimates gy = o f'(Zy). Then, for any T > T,
16L72 o |3 + LGOI
T(T+1)

E[l(zr)] - £(z") <

Proof. By Theorem|[I7)in Appendix
U ~ o

*\ T %2 t ~ 2

Rr(z¥) = 7”33 H2+;277t\\9t = Gull2

bounds the linearized composite objective regret of A in
our case (recall that the gradients are scaled with ;). Thus,
combining with Corollary [2| and using that B;.7 > 0, we
have

E[f(zr)] - £(z")
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77T
< l2*|3 +Z ||gt

o T gt ||2 2 T
Lemma [9]in Appendix [C|shows that
T .
> ofllgr — g3 < 32L7° B 1.
t=2

which then can be used to cancel all terms but ||g; —
g1]13/(2m1) from the summation above. Using that g; =
f'(Z1) and g1 = 0, and substituting 7 finishes the proof of
the theorem. U

In the finite sum optimization setting, by selecting 7 = n,
our algorithm achieves ¢ error after O (n logn + n\/g)

individual gradient evaluations, via a simple direct approach.
In contrast, Catalyst (Lin et al., 2015), RPDG (Lan and
Zhou, [2018]), Katyusha (Allen-Zhul |2017) and related pa-
pers use an indirect approach (as termed by |Allen-Zhu
(2017)), where non-strongly-convex functions are opti-
mized by adding strongly-convex perturbations. These
more complicated methods can achieve iteration complexity

(@) (n log  + ”L) which has a better dependence on n

in the dominant second term. Nevertheless, these algorithms
also do not achieve the optimal rate obtained by [Lan et al.
(2019), which is achieved using negative momentum and
epoch averaging.

5.2. Improved Variance-Reduced Acceleration

In this section we combine our averaging framework with
negative momentum, first introduced by |Allen-Zhu| (2017)),
to achieve the optimal accelerated rate for variance-reduced
algorithms. For the sake of simplicity, we assume ¢ = 0,
which essentially makes ¢(x) = f(x) for all z.

To incorporate the negative momentum, we compute Z; via
(I9) with p; > 0. A direct consequence of this expression
isthatforallt =1,2,...,7T:

a(Ty — 1) = 0nq—1(ZTy1 — Zy) +pe(Ze — Ty)  (20)

The analysis of the algorithm is based on the following
regret decomposition, proved in Appendix [D}

Lemma 7 (Regret Decomposition) For t € [T, let
ap,pr >0, x4, T € R4 and define T; as in Equation (19),
B; = ozth(a: , Tt) and Bt = a1.4-1Bf(Tt—1, ). Then,
forall z* € R?,

T
f(zr) - Z ar f'(z¢),2e — 2*) — Brr

= Bp(@, 7)) | (2D

The above error decomposition is similar to that of LemmalT]
but has an extra term due to the negative momentum. How-
ever, the rest of the terms can be bounded as it was done
previously. Unlike in Theorem|6] for any outer loop iteration
s the snapshot point is now defined as an average:

T1:s

- 1
Tst1 = T1:s Z

Pt Ty, (22)

Zt Ty.a_1+1 Pt 4= Tr.s—1+1
where p; > 0 for all . Next we show the main result of this
section, namely that the resulting algorithm achieves the
optimal accelerated rate for variance-reduced algorithms In
the next theorem, proved in Appendix @ t) denotes the
epoch number corresponding to iteration ¢ and Ts(t) denotes
the length of that epoch.

Theorem 8. Suppose that f is convex, and assume that f,
as well as F(-,C) for all ¢, are either L-smooth w.rt. | - |2
over R? or otherwise satisfy @) for all z,y € X. Further
assume that F' and F' are unbiased estimates of | and
1, that is, (I8) holds and we also have E [F(x, ;)| H,] =
f(x) for any Hi-measurable x. Suppose that Algorithm
is run with epoch lengths Ty = min{r,2°"1} for some
maximum epoch length T, snapshot update T defined in
@]), ay = t, and A selected as AO-FTRL with regularizer
ri—1 = % - |3 for ne = 28L7y4) log 2t and optimistic
gradient estimates oGy = o f'(Z4). Then, for any T,

E[(zr)] - £(z7)

_ 56L7ur 2”3 + ST + 40 (@) — 1)
= T(T +1)

log 2T .

The rate provided in Theorem [§]is optimal up to a logarith-
mic factor. In particular, for the finite sum setting, with
2L ) individ-
ual gradient evaluations to reach ¢ error, matching the rate
recently obtained by [Lan et al.|(2019). Unlike in previous

work, our convergence guarantee holds for the last iterate
instead of a snapshot point or the average of the last epoch.

T = n, the algorithm needs 1) (n logn +

6. Conclusions

We demonstrated that online iterate averaging combined
with optimistic online learning can lead to accelerated rates
in several scenarios. The resulting algorithms and their
analyses are surprisingly simple and often yield the op-
timal rates. Exploring the full power of this method is
left for future work. In particular, it would be interesting
to extend this approach to obtain accelerated exponential
rates for variance-reduced optimization of strongly-convex
objectives, and remove the extra logarithmic terms in the
non-strongly-convex variance-reduction case.
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A. Proof of Theorem

Proof of Theorem 3] First, we bound the linear composite regret Zle oy ({gt, x — ™) + d(xt) — H(2*)) by abound R
that results in slightly better constants compared to (m) Fort € [T, let u, v; be any two vectors such that g; — §: = us + vy,
and define Dy = r;_1(2*) — r¢—1(x¢). Then, Theorembounds the regret of the AO-FTRL updates made by A as follows:

T
Z ({owge, ¢ — %) + wd(wy) — arp(z™)) — Dy

T
<> (0 (g = G w0 — 2e11) = Bayyotron (Tr41,71))
t=1

M=

B 1
<3 (o + avvnar = v = Rl = vl = o — 2oy
t=1
T 2 2 T
o [[oellFy)- a? ue|?
< _— < 23
< E 5 +E 2%, (23)

t

I
—

t=1

where the second step uses the strong-convexity of ay.;¢+79.:—1, and the third step follows by the Fenchel-Young inequality
(z,x) — ||:Z:H2 < 215”2:”2 Now, letuy; = f'(Z1) — g1, ws = f'(Z) — f/(T4=1),t =2,...,T,and v; = o — o1, t € [T,
and notlce that forallt = 2,...,T,

2 2 2
w5 arg—1|jul Qlit—1 ) pr/~ 1/~ 2
< = — —
28, = 5 D) Ilf (@) = f/(Te-1)lls

<oy 1By (%—1,7¢) = B, (24)

using the assumption of a?; * < a.4_1 and () with L = 1. Plugging the definitions of u; and v; into (23] and using (24)),
we obtain

T T
Z (g, o — %) < Z (D¢ + cwp(y) — cpp(x))

t=1 t=1
T 2 ~
oo — Ut—l”(t)* A f'(7) —qall? | Af
* 4+ Bl 25
+ ; 5 + 28 + B, (25)
Applying Corollary 2} combining with (23)), and cancelling the matching By.7 terms concludes the proof. O

B. Proof of Theorem

Proof of Theorem[3] Starting from Lemma([T] we plug-in the bound of composite AO-FTRL from [Mohri and Yang (2016,
Theorem 3) (using f; < {(augs, -)):

T
> (g, ze — o) + dlar) — p(a™)) < ror(x +Zatllgt 9l
t=1

Jj=

VR & T 1T 2(ges — us)?

g~ 9t

<52 2ot — ) D)) —
1\ t=1 j=11t=1 \/Zb 102(gs,; — Gs.5)?

2
<<'7§ >Z Zat gt] gt] )

j=1 t=1

where the first inequality follows from Mohri and Yang| (2016, Theorem 3) with the norm [|y|| (). = 2?21 Wlt - (y;)?,
d

the second from the definitions using ro.p < Zthl 21 72i2(77t,j —Me-1) = 2?21 WTI#UTJ, and the third from the
standard inequality that Zle a/+/ar: < 2 /a1
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Putting back into Corollary [2] we obtain

1 TR?2 2\ . | & .
E[{(zp) — "] < —E ( T ) oD adgr; —d)? — Bl | - (26)

o 2
LT 73 \i=

Dropping the negative terms B;T, using Jensen’s inequality to take the expectation under the square-root, using oy = t and
applying the bound G; completes the proof of the first part of the theorem.

To prove the second part, observe that for ¢ > 1, because g; = g;—1, we have

G, = Ge.5| = [ [;(T4) + 015 — [j(@-1) — 01,5 <ol + lor—1,5] + [ Fj(@e) = [i(@e-1)]-

Now, denote A; j = |f/(Z+) — fj(Z;-1)|. By Jensen’s inequality, (a + b+ ¢)* < 3(a® + b* + ¢*) for any real numbers
a, b, c. In addition, for t > 1, Z;l:l A7 =1 (&) = f'(Z-1)|13 < 2LBy (-1, %) by @). Hence,

T

T
Zag(gt,j_gm Z |UtJ| + ow- 1,J| +A2 }
t=2

on the one hand, and on the other hand

Putting back into (26) and using the tower rule on the terms |0y ;|, we have

1 ’7R2 2 d T
E[((zr) — *] < —E +> a2(gr; — Gi.;)2 — BY
[zr) =] = < 5 TS ; g (965 — 96.4)* — Ba.r
1 re 2y |8 T,
- 2.2 2A2 1:it—1 A 2
< Lye| (U4 2) | St oat, + o seia, - 3 S,
ay.T = | y et ~
d i T T
< 1 ZE <W+2) Zﬁa%oz—kBA +ZGL (aqu?‘)_Zau 1Af
LT i 2 v — J 11 2L i s 2L J
d i T
1 yR? 2)
< E|(—+- 60202 + 3A?
al:Tj; ( 2 o ; t7j 1,5

ab—b < a.

using in the last step oy =
Therefore, using that a;; = ¢, we have

1 R? 2 a
El(er) - ') < — S E <7 ; 7) 3" 6a?0? + 342,

t=1

2 2 2

e fo (77 +)
Y

Separating the first square-root and using A = Z?:l Ay ; completes the proof of the second part. O
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C. Variance reduction for smooth functions
Lemma 9. Suppose the assumptions of Theorem|[6|hold. Then

T
> B [llgr — gell3] < 32L7° B .

Proof. For any t in epoch s, let 74 =t — (T1.5-1 + 1) denote the number of time steps elapsed since the beginning of the
epoch. That is, the last snapshot taken is ; = Z+—z,. Therefore, for any ¢t > 2,

E [llg = Gil31He] = E [IF" (20, G) = F' (05, G0l [Me]

)
<E [||F’<fct,<t> P (@0 ) 5 1

- Z "(Tp—iv1,G) — F'(Z—i,Gr))

=1

2

Hy
2

<7 ZE 1F (Zp—ig1, Ce) — F' (Zemis CGo)lI13]He]
1=1

<27 LY B[By(Ti—i Tri1)| Ml
i=1

where the last inequality follows from (2). Multiplying by o? and summing up for all ¢, we get

T

T Tt T
Za?ﬂ ZE [Bf(i‘t—hjt—i—&-l)] = Z]E[Bf('fi—17jji)] Zafﬂ H{t —n+1<1< t} .
t=2 =1 t=1

1=2

To bound the inner sum, notice that since the length of the sth epoch is T, = min(7,2°~1), if 7 is the starting iteration index
of the sth epoch, then 7, < 7. Hence, if ¢ and ¢ belong to the same outer loop, ¢t < ¢ + 7, < 2i. Thus, using that oy = ¢ by
definition,

+7—1

ZatTtﬂ{t—Tt—‘rl<Z<t}_zat7}ﬂ{l<t<l+7’t—1}< Z ras; < 47%% < 87%i(i — 1) = 167%a1._ 1.
t=1 t=1 t=i
Combining the results we get

T

Zat [llge — g:1l3] < 32L7? ZO‘” \By(Z-1, %) = 32072 B,

t=2

finishing the proof. O

D. Improved variance-reduced rate for smooth functions

Proof of Lemmal[7] The proof follows similar steps as the proof of Lemmal[I] with the difference that we need to handle the
negative momentum term as well:

=€Tr

f@r)—f*= Zatf:ct @ ——Zatf

Q.

= Zat —f*) +er

aq.T
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r T T =B
1 /_/%
T a Z<Oétf/($t ), Ty — %) Z o By (x*, %) | +er
1.7 =1 =1
1[I T
= (aef'(z4), 2 — 2*) + Z arf'(Z4), &y — x) — Brr| +er
anT |35 —1
=Ar
1 [& 1 &
= — (7 —r* 7B ) - (7 o
ay.r -t:Zl<Oltf (If,),l’t €T > .T| + o ;<Oétf (xt),xt It> + e
Before evaluating AT, we consider the term,
1 T
Ap = Z<f/(ft)aa1:t71(ft71 — )| ter
ar.T —2
1 T
= o [Z oot (F(Fe-1) = F(@) = Bp(m1,5)) | +er
1.7 t—2
1 & 1 &
= — Y an 1 (f(@-1) = f(@) = —— > 141 By(#i1, %) + o1
aq.T —2 1.7 P
1 & 1 &
= o tz_;atf(i’t) f(Zr) +er Tanr tz;oq 4—1Bf(Te=1, )
— .Bf
:=0 .
Let us now evaluate Ar. We have
1 X
Ar = oL ;(atf (T4), %t — m4) + 7
@ 1 <
- . ZUN(UU ), 011 (Te—1 — Tt) + pe(Te — T1)) + €7
1: =1
1 & r
= Z<f/(9€t)7 11 (Tr—1 — Tt)) + e +—— ZPt(f (Tt), Tt — T4)
Q1.7 =1 LT i
=Ar
1 & 1 &
5 nf
= Tt), Tt — Ty) — B
LT tz; t<f( t) t t> Oél;TtZ:; t
1 & 1 <
= T¢) — f(Z4) — Be(Ze, T Bf
o 2P @) — @) = By ) = T3 B

The second last equation comes directly from Equation [28] Hence, finally we have:

1 T

ai.T

f@r)—f=

t=1

Y lanf' @), —a*) = Bir =y B + > pi(f(&) = f(3:) — By(&+, 7))
t=2 t=1

27)

(28)

(29)

(30)

O

The following variance bound is standard in the literature (e.g., Allen-Zhu/2017, Lemma 2.4). For completeness, we provide

a proof using our assumptions and notation.
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Lemma 10. Fixt > 1 and assume that

E [F(Z4, G )| 71, T4) = f(Z4), (31a)
E [F (24, C)|Ze, T1] = f(T4), (31b)
E[F' (T4, G)| T, ) = f'(Z) (31c)
B [F'(Z¢, G)|Te, B) = f'(Z¢) (314d)
Let
gr = F'(T4,G) — F'(2, ) + f/(3) -
Further assume that for all {, F(-,() is L-smooth w.r.t. the 2-norm || - || over R? or otherwise satisfies @) for all v,y € X.
Then,
Elllge — f'(@)|I’] < E|F' (¢, G) — F' (24, G)|| < 2LE [By (4, 71)] -
Proof. By assumption, from (2Z) we have
|F"(2,¢) = F'(«, QI < 2L (F(,¢) = F(a',¢) — (F'(a/, ),z — a')) , (32)
for all z,2’ € X. Now, thanks to E [||[U — E [U] ||?] < E [||U||*] which holds for any U random vector,
E[llgr — @) | Ze, 2] = B [|1F' (20, ¢0) — f(@1) = (F (&, G) = f/ (@) | 2o, 4]
<SE[IF'(@,6) = F' (&1, GO)1” | 21, 7]
S2LE[F(Z4, Gt) — F (4, G) — (F' (21, Go) T — T4) | Ty, 3] (by (32))
=2L{f(@¢) — f(Z¢) = (f' (%), @ — T4)} -
Taking the expectation of both sides finishes the proof. O

Proof of Theorem[8] Note that By (Z1,Z1) = 0. Also since, ¢ = 0, £(x) = f(x) for all , hence we will be using f instead
of £ in the proof. Also s(t) represents the outerloop iteration number corresponding to the total iteration ¢t. We introduce
another notation, for any s, 75 = Ts. From Lemmam we have :

1 T T B T
f@r) —f"=— [Z@tf’(ft)vxt —2*) = Bur— Y Bl +> pi(f(&) - f(@) - Bf(ftvft))]
t=2 t=1

ar.T =1

Now we have:

1 T
— [thf/(mxt —o ]

Q.7 =1

T T
[Z (o f'(Z) — g + argr, op — a* ] = lz Quge, T — &°) + o1r
t=1

t=1

QLT
where 0; = ay(f' (%) — gi,x¢ — x*). It is clear that E[§;] = 0 V' ¢.
By Theorem[T7]in the appendix,

1

.7

T
E[thf'(xt),xt—m]<RT<x> e *||2+Z Elllg: — g3

t=1

bounds the linearized objective regret of A in our case (recall that the gradients are scaled with o). Thus, combining with
Lemmamand using that B;.7 > 0, we have

T 5 T
E[f(@r)] - f(z) < ——E [’;T 23+ 3" g lloe = 3l = By + 3 pef (@) = f(@) = By(an 7)) | (33
t=1 t=1

Q.7
Assuming that §g; = F'(&, (;), then we have from Lemma

Elllge — §:1|2] < 2LE[By(Z¢, 71)].
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2 _
Hence, we now choose p; > % in the Equation (33)) with g; = 0 and Bng > 0. Now, we have:

Ef(@r)] - f(z") <

2 T
B Gl B+ g ol + S pf () — () (34)
t=

aq.7

I'r

In the rest of the proof, we will bound the term I'r and use induction to show final convergence rate. Let us denote
E[f(z:) — f*] with D; and E[f(Z;) — f*] with Dy, where s in s(t) represents number of outer epochs so far till update

t. Let us also represent the snapshot point for epoch s is by Z,. Hence, D(s) = E[f ()] — f*. We also assume that
T1.s <T <Tisy1

We also denote D(s) as f(z°) — f*. Then

T T
Zpt(f(v%t) — f(z) = Zpt<Ds(t) —Dy)

S Ti.s S Ty.s 35)
<pDM+Y. D[ Y -2 X wb
s=2 t=T.s_1+1 s=1 \t=T1.,_1+1
Since, we have
1 Ti:s
s o ). peie (36)

Zt Tioo1+1Pt =1y, 41
From the definition of z4, we can now apply Jensen’s inequality above to get

T Ti.s ZTl %+1 D
Zpt(f@t) = f(@) < PlD Z Z peDy (Ttll—s_ - 1) . 37)
t=1

s=1 \t=T1.s—1+1 Zt Ti.o_1+1 Dt
=0,

2
Let us assume that for p; = %‘f_t(t) Vit € [Ti.s—1 + 1,T1.5] where ay = t and +; is an increasing sequence of positive

numbers. We rewrite the term ©.

Tiis+1 T1:s41
o, — ( DTyt P 1) < < To  Di=Ty.+1 21>

Th.s T Ti.s
D i =Ty, 1+1 Pt s+1 )t Tho_1+1

We define s’ is the index for which 7, = 7 for all s > s’. Hence, for s > s’ we have following bound for O:

T1:s4+1 Ti:s+1 Trs+7 2
0. < Ts Zt T13+1 1 Zt T15+1 _1 Zt Tls+1 1
s = To4l ZT1 s 42 ZTI i 2 ETI s—1+T 2
t=T1.s— 1+1 t=T1.s 1+1 t=T1.s 1+1

Tiis—1+ Tiis—1+ Tiis—1+
— (ZtlTli 1T+1 (t+7)? _1> _ <Zt1T1z 1T+1 (t+7)? _t2> _ (ZtlTll 1T+1T(2t+7)>
o Tris—1+ B Tris—1+ o Tis—1+
DI S PO N S Xt

3T 37

a Tl:sfl Tl:sfl

Now let us consider the case when s < 5.

Th:s Ti:s
o, < ( Te Yerat p 1) _ (1 Yt 1) <.

Ty.s 2 Th.s 12
Tst1 ) L Tro 141t P Ty 141t




A Simpler Approach to Accelerated Stochastic Optimization

Hence,
Lo nry w2 2 . S af
Dr < —— | Srlle"lP + 7||f @) +pDM)+> 6. >, =D
s=1  t=Ti.,_1+1 (38)
1 1 - > = 2
<2 77TH33*||2+EHf/(ml)Hz"'zplD(l)'i'Z@S ot
s=1  t=Ti.,_1+1
In the above equation, we can choose ; = 28 log 2t then we have:
1 1 - d X 2t
Dr < 7 77T\|$*||2+%Hf'(371)||2+2P1D(1)+29s > th (39)

s=1 t=Ty.s—1+1

Now, it is important to remember that p; >
induction:

¢ = 28L7,(1) log 2t . We now prove the following statement by
TS(T) log 2T CTS(T) ].Og 2T
T2 T2

where C' = 112L||z*||? + 77—21 £/ (z1)]|? + 4p1D(1). For t = 1, the bound is satisfied trivially. Let us now check the bound
fort = 2.

Dy < [56L|| I+ 21wl + D0 >]

D,

IA
= 8=

1 . 2.1
* 12 / 2
2 291D ©———D
{ﬁz”x | +m||f(w1)|| +2p1D(1) + 198102 7 ]

1 ~ 12
_ * (|2 - / 2 2 D(1 - D
el +m||f(w1)|| 2 D) + 5D

< et [56L|| PP+ 21 el +4p1D<1>}

N

Now let us consider that for T — 1, the given statement is true for all iterations before that, then got the new iteration 7" we
have the following:

S Ty:s

1 1 - 2t2
Dy < — 2|2+ = f (z)|? + 2p1D(1) + O, —D
R ORI e
1 [ 1 Ty.s 242
* |12 / 2
= T + — +2 D + O, —D
73 [l B+ 7 )l + 20 Z X e
S Ti:s 042
O, —D
+ Z Z 28log 2t 7, ¢
s=s'+1 t=T1.s_1+1
1 Ty.s 942
< = ol [ —— 24 2pD(1 Oy —FD
< 7 |l P+ 1 @) + 22 +Z > e
t=T1.s—1+1
S Ti:s 942
CH ——D
+ Z Z 28log 2t 7, ¢
s=s'+1 t=T1.s_1+1
1 [ 1 - C(logTs+
< * |12 - / 2 2 D 1
< [l I @l +2 D) + +Z+ T 114
1 1 - C(logts +1) Clog2T
< * |12 7 / 2 29, D(1
< 7z |l + Gl + 20 D1 + EEE 4 S
<Cry(7ylog2T <Crg(r) log2T
L —_— 2
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CTS ylog2T"  Ctlog2T
< .
- T2 - T2

E. Regret bounds for online linear optimization

In this section, we provide the conditions and regret-bound R for vanilla AO-FTRL, which is used by Theorems [3]and 5]
as well as the SVRG results. The analysis is based on Joulani et al.| (2017 [2020).

Theorem 17. Let ¢ : X — R be a convex function. Fort € [T), letr; : X — R, > 0,9, G+ € RY, x; € X be such that
the AO-FTRL update (@) is well-defined and x; is given by @) for all t € [T'). Suppose that for all t € [T, ry_1 is convex
and the objective in the AO-FTRL update (@) has finite value at the optimum x;. Then, for any © € X,

T
Zat 96, Tt — x) + O(xe) — Z ri-1(2) = 70-1(2) = Bay,gtros (Te11,21))
t=1 t=1
+Zat (9t = go, @ — Ti41) - (40)
t=1
If, in addition, for all t € [T), Bay,, é4ro._s (Teg1,3¢) > 3| - || ) for some norm || - || 1), then
T
Zat (gt xe — @) + o(z¢) — Z (re—1(z) — re—1(ze)) + Z ||gt §t||%t)*~ (4D
- t=1

Proof. The assumption that ¢ and r, are real-valued and defined on X" ensures that they are proper, which, together with
convexity ensures that aq.+¢ + r¢..—1 is directionally differentiable (Bauschke and Combettes, 2011}, Prop. 17.2). Together
with the assumption that the AO-FTRL objective in (4) is finite-valued, we guarantee Assumption 1 of Joulani et al.| (2020),
while their Assumption 5 is satisfied given that the combined linear-composite function a;({g:, ) + ¢) is convex. The
first bound (@0) then follows from the intermediate bound C.1 in the proof of Theorem 6 of Joulani et al| (2020), using
¥ = 2, g — Qege Gri1 — 0, pr — 0,8 € [T), ¢¢ 1t + arp16,t € {0} U [T — 1], and gr < 0. The second
bound follows from the statement of Theorem 6 of Joulani et al.| (2020), using using z* < z, p; < 0,t € [T], and
G < 1+ ap10,t € {0} U [T — 1], noting that Assumption 8 of Joulani et al.| (2020) is the extra condition we have
assumed in the second part of the theorem. O
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