Bandits with Delayed, Aggregated Anonymous Feedback

Ciara Pike-Burke' Shipra Agrawal’ Steffen Griinewalder

Abstract

We study a variant of the stochastic K-armed
bandit problem, which we call “bandits with de-
layed, aggregated anonymous feedback”. In this
problem, when the player pulls an arm, a reward
is generated, however it is not immediately ob-
served. Instead, at the end of each round the
player observes only the sum of a number of pre-
viously generated rewards which happen to ar-
rive in the given round. The rewards are stochas-
tically delayed and due to the aggregated nature
of the observations, the information of which arm
led to a particular reward is lost. The question is
what is the cost of the information loss due to this
delayed, aggregated anonymous feedback? Pre-
vious works have studied bandits with stochastic,
non-anonymous delays and found that the regret
increases only by an additive factor relating to the
expected delay. In this paper, we show that this
additive regret increase can be maintained in the
harder delayed, aggregated anonymous feedback
setting when the expected delay (or a bound on it)
is known. We provide an algorithm that matches
the worst case regret of the non-anonymous prob-
lem exactly when the delays are bounded, and
up to logarithmic factors or an additive variance
term, for unbounded delays.

1. Introduction

The stochastic multi-armed bandit (MAB) problem is
a prominent framework for capturing the exploration-
exploitation tradeoff in online decision making and exper-
iment design. The MAB problem proceeds in discrete se-
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quential rounds, where in each round, the player pulls one
of the K possible arms. In the classic stochastic MAB set-
ting, the player immediately observes stochastic feedback
from the pulled arm in the form of a ‘reward’, which can be
used to improve the decisions in subsequent rounds. One
of the main application areas of MABs is in online adver-
tising. Here, the arms may correspond to adverts, and the
feedback may correspond to conversions, that is users buy-
ing a product after seeing an advert. However, in practice,
these conversions may not happen immediately after the
advert is shown, and it may not always be possible to as-
sign the credit of a sale to a particular showing of an advert.
A similar challenge is encountered in many other applica-
tions, e.g., in personalized treatment planning, where the
effect of a treatment on a patient’s health may be delayed,
and it may be difficult to determine which out of several
past treatments caused the change in the patients health; or,
in content design applications, where the effects of mul-
tiple changes in the website design on website traffic and
footfall may be delayed and difficult to distinguish.

In this paper, we propose a new bandit model to handle on-
line problems with such ‘delayed, aggregated and anony-
mous’ feedback. In our model, a player interacts with an
environment of K actions (or arms) in a sequential fashion.
At each time step the player selects an action which leads
to a reward generated at random from the underlying re-
ward distribution. At the same time, a nonnegative random
integer-valued delay is also generated i.i.d. from an under-
lying delay distribution. Denoting this delay by 7 > 0 and
the index of the current round by ¢, the reward generated
in round ¢ will arrive at the end of the (¢ + 7)th round. At
the end of each round, the player observes only the sum
of all the rewards that arrive in that round. Crucially, the
player does not know which of the past plays have con-
tributed to this aggregated reward. We call this problem
multi-armed bandits with delayed, aggregated anonymous
feedback (MABDAAF). As in the standard MAB problem,
in MABDAAF, the goal is to maximize the cumulative re-
ward from 7" plays of the bandit, or equivalently to mini-
mize their regret. The regret is the total difference between
the reward of the optimal action and the actions taken.

If the delays are all zero, the MABDAAF problem reduces
to the standard (stochastic) MAB problem, which has been
studied considerably (e.g., Thompson, 1933; Lai & Rob-
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Figure 1: The relative difficulties and problem independent regret bounds of the different problems. For MABDAAF, our
algorithm uses knowledge of E[r] and a mild assumption on the delay bound, which is not required by Joulani et al. (2013).

bins, 1985; Auer et al., 2002; Bubeck & Cesa-Bianchi,
2012). Compared to the MAB problem, the job of the
player in our problem appears to be significantly more diffi-
cult since the player has to deal with (i) that some feedback
from the previous pulls may be missing due to the delays,
and (i) that the feedback takes the form of the sum of an
unknown number of rewards of unknown origin.

An easier problem is when the observations are delayed,
but they are non-aggregated and non-anonymous: that is,
the player has to only deal with challenge (i) and not (ii).
Here, the player receives delayed feedback in the shape of
action-reward pairs that inform the player of both the indi-
vidual reward and which action generated it. This problem,
which we shall call the (non-anonymous) delayed feed-
back bandit problem, has been studied by Joulani et al.
(2013), and later followed up by Mandel et al. (2015)
(for bounded delays). Remarkably, they show that com-
pared to the standard (non-delayed) MAB setting, the re-
gret will increase only additively by a factor that scales
with the expected delay. For delay distributions with a fi-
nite expected delay E[7], the worst case regret scales with
O(VKTlogT + KEI7]). Hence, the price to pay for the
delay in receiving the observations is negligible. QPM-D
of (Joulani et al., 2013) and SBD of Mandel et al. (2015)
place received rewards into queues for each arm, taking one
whenever a base bandit algorithm suggests playing the arm.
Joulani et al. (2013) also present a modified upper con-
fidence bound (UCB) algorithm. All of these algorithms
achieve the stated regret. None of them require any knowl-
edge of the delay distributions, but they rely heavily upon
the non-anonymous nature of the observations.

While these results are encouraging, the assumption that
the rewards are observed individually in a non-anonymous
fashion is limiting for most practical applications with de-
lays (e.g., recall the applications discussed earlier). How
big is the price to be paid for receiving only aggregated
anonymous feedback? Our main result is to prove that es-
sentially there is no extra price to be paid provided that the
value of the expected delay is available. In particular, this
means that detailed knowledge of what action led to a par-
ticular delayed reward can be replaced by the much weaker
requirement that the expected delay, or a bound on it, is
known. Fig. 1 summarizes the relationship between the
non-delayed, the delayed and the new problem by showing

the leading terms of the regret. In all cases, the dominant
term is v/K1'logT. Hence, asymptotically, the delayed,
aggregated anonymous feedback problem is no more diffi-
cult than the standard multi-armed bandit problem.

1.1. Our Techniques and Results

We now consider what sort of algorithm will be able
to achieve the aforementioned results for the MABDAAF
problem. Since the player only observes delayed, aggre-
gated anonymous rewards, the first problem we face is how
to even estimate the mean reward of individual actions.
Due to the delays and anonymity, it appears that to be able
to estimate the mean reward of an action, the player wants
to have played it consecutively for long stretches. Indeed, if
the stretches are sufficiently long compared to the mean de-
lay, the observations received during the stretch will mostly
consist of rewards of the action played in that stretch. This
naturally leads to considering algorithms that switch ac-
tions rarely and this is indeed the basis of our approach.

Several popular MAB algorithms are based on choosing the
action with the largest upper confidence bound (UCB) in
each round (e.g., Auer et al., 2002; Cappé et al., 2013).
UCB-style algorithms tend to switch arms frequently and
will only play the optimal arm for long stretches if a
unique optimal arm exists. Therefore, for MABDAAF, we
will consider alternative algorithms where arm-switching
is more tightly controlled. The design of such algorithms
goes back at least to the work of Agrawal et al. (1988)
where the problem of bandits with switching costs was
studied. The general idea of these rarely switching algo-
rithms is to gradually eliminate suboptimal arms by play-
ing arms in phases and comparing their upper confidence
bounds to the lower confidence bound of a leading arm
at the end of each phase. Generally, this sort of rarely
switching algorithm switches arms only O(logT) times.
We base our approach on one such algorithm, the so-called
Improved UCB! algorithm of Auer & Ortner (2010).

Using a rarely switching algorithm alone will not be suffi-
cient for MABDAMF. The remaining problem, and where
the bulk of our contribution lies, is to construct appropri-

!The adjective “Improved” indicates that the algorithm im-
proves upon the regret bounds achieved by UCB1. The improve-
ment replaces log(7) /A by log(T'A?)/A; in the regret bound.
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ate confidence bounds and adjust the length of the peri-
ods of playing each arm to account for the delayed, aggre-
gated anonymous feedback. In particular, in the confidence
bounds attention must be paid to fine details: it turns out
that unless the variance of the observations is dealt with,
there is a blow-up by a multiplicative factor of K. We
avoid this by an improved analysis involving Freedman’s
inequality (Freedman, 1975). Further, to handle the depen-
dencies between the number of plays of each arm and the
past rewards, we combine Doob’s optimal skipping theo-
rem (Doob, 1953) and Azuma-Hoeffding inequalities. Us-
ing a rarely switching algorithm for MABDAAF means we
must also consider the dependencies between the elimina-
tion of arms in one phase and the corruption of observations
in the next phase (ie. past plays can influence both whether
an arm 1is still active and the corruption of its next plays).
We deal with this through careful algorithmic design.

Using the above, we provide an algorithm that achieves
worst case regret of O(v/ KT logT + KE[7]logT) using
only knowledge of the expected delay, E[r]. We then show
that this regret can be improved by using a more careful
martingale argument that exploits the fact that our algo-
rithm is designed to remove most of the dependence be-
tween the corruption of future observations and elimination
of arms. Particularly, if the delays are bounded with known
bound 0 < d < /T/K, we can recover worst case regret
of O(v/KTlog T + KE|[r]), matching that of Joulani et al.
(2013). If the delays are unbounded but have known vari-
ance V(7), we show that the problem independent regret
can be reduced to O(v/KTlogT + KE[r] + KV(7)).

1.2. Related Work

We have already discussed several of the most relevant
works to our own. However, there has also been other
work looking at different flavors of the bandit problem with
delayed (non-anonymous) feedback. For example, Neu
et al. (2010) and Cesa-Bianchi et al. (2016) consider non-
stochastic bandits with fixed constant delays; Dudik et al.
(2011) look at stochastic contextual bandits with a constant
delay and Desautels et al. (2014) consider Gaussian Pro-
cess bandits with a bounded stochastic delay. The general
observation that delay causes an additive regret penalty in
stochastic bandits and a multiplicative one in adversarial
bandits is made in Joulani et al. (2013). The empirical per-
formance of K-armed stochastic bandit algorithms in de-
layed settings was investigated in Chapelle & Li (2011).
A further related problem is the ‘batched bandit’ problem
studied by Perchet et al. (2016). Here the player must fix
a set of time points at which to collect feedback on all
plays leading up to that point. Vernade et al. (2017) con-
sider delayed stochastic bandits where some observations
could also be censored (e.g., no conversion is ever actually
observed if the delay exceeds some threshold) but require

complete knowledge of the delay distribution. Crucially,
here and in all the aforementioned works, the feedback is
always assumed to take the form of arm-reward pairs and
knowledge of the assignment of rewards to arms under-
pins the suggested algorithms, rendering them unsuitable
for MABDAAF. To the best of our knowledge, ours is the
first work to develop algorithms to deal with delayed, ag-
gregated anonymous feedback in the bandit setting.

1.3. Organization

The reminder of this paper is organized as follows: In the
next section (Section 2) we give the formal problem defini-
tion. This is followed by the description of our algorithm in
Section 3. In Section 4, we discuss the performance of our
algorithm under various delay assumptions; known expec-
tation, bounded support with known bound and expecta-
tion, and known variance and expectation. This is followed
by a numerical illustration of our results in Section 5, be-
fore concluding in Section 6.

2. Problem Definition

There are K > 1 actions or arms in the set 4. Each
action j € A is associated with a reward distribution
and a delay distribution §;. The reward distribution is
supported in [0, 1] and the delay distribution is supported
on N = {0,1,...}. We denote by ; the mean of (j,
w* = pj= = max; u; and define A; = pu* — p; to be
the reward gap, that is the expected loss of reward each
time action j is chosen instead of an optimal action. Let
(Ri,j,T15)ien,je.4 be an infinite array of random variables
defined on the probability space (€2, X, P) which are mutu-
ally independent. Further, R; ; follows the distribution (;
and 7; ; follows the distribution ¢;. The meaning of these
random variables is that if the player plays action j at time
l, a payoff of I; ; will be added to the aggregated feed-
back that the player receives at the end of the (I + 7; ;)th
play. Formally, if J; € A denotes the action chosen by the
player at time [ = 1,2,..., then the observation received
at the end of the ¢th play is

t K
Xe=> Y Ry xHl+m;=t.J =j}
=1 j=1

For the remainder, we will consider iid delays across arms.
We also assume discrete delay distributions, although most
results hold for continuous delays by redefining the event
{nj=t—1}tas{t—1—-1<m,; <t—I}in X,

In our analysis, we will sum over stochastic index sets. For
a stochastic index set I and random variables {Z,, } ,en wWe
denote such sumsas ), ., Zy = >, .y I{t € I} x Z;.



Bandits with Delayed, Aggregated Anonymous Feedback

Regret definition. In most bandit problems, the regret is
the cumulative loss due to not playing an optimal action.
In the case of delayed feedback, there are several possible
ways to define the regret. One option is to consider only
the loss of the rewards received before horizon T' (as in
Vernade et al. (2017)). However, we will not use this defi-
nition. Instead, as in Joulani et al. (2013), we consider the
loss of all generated rewards and define the (pseudo-)regret
by

T T

R =Y (0" —ps) =Tp" =Y p,-

t=1 t=1
This includes the rewards received after the horizon 7" and
does not penalize large delays as long as an optimal action
is used. This definition is natural since, in practice, the
player should eventually receive all outstanding reward.

Lai & Robbins (1985) showed that the regret of any algo-
rithm for the standard MAB problem must satisfy,

.. EMr] Aj
lim inf > —J 1
755 log(T) —j:AZ];O KL(,C) M

where K L((;,(*) is the KL-divergence between the re-
ward distribution of arm j and that of an optimal arm. The-
orem 4 of Vernade et al. (2017) shows that the lower bound
in (1) also holds for their alternative definition of regret
(B[R] = S E[AL]P(r,., < T —t)) in the delayed
feedback bandit problem when there is no censoring. Since
E[R}] < E[RRr] for all T, we therefore expect the lower

bound in (1) to also hold for the MABDAAF problem.

Assumptions on delay distribution. For our algorithm
for MABDAMAF, we need some assumptions on the delay
distribution. We assume that the expected delay, E[7], is
bounded and known. This quantity is used in the algorithm.

Assumption 1 The expected delay E[7] is bounded and
known to the algorithm.

We then show that under some further mild assumptions on
the delay, we can obtain better algorithms with even more
efficient regret guarantees. We consider two settings: delay
distributions with bounded support, and bounded variance.

Assumption 2 (Bounded support) There exists some
known constant d > 0 such that the support of the delay
distribution is bounded by d.

Assumption 3 (Bounded variance) The variance V7] of
delay distribution is bounded and known to the algorithm.

In fact the known expected value and known variance as-
sumption can be replaced by a ‘known upper bound’ on

the expected value and variance respectively. However, for
simplicity, in the remaining, we use E[7] and V[7] directly.
The next sections provide algorithms and regret analysis
for different combinations of the above assumptions.

3. Our Algorithm

Our algorithm is based on the Improved UCB algorithm
by Auer & Ortner (2010). It is a phase-based elimination
algorithm. The general structure of the algorithm is as fol-
lows. In each phase, each arm is played multiple times.
At the end of the phase, the observations received are used
to update mean estimates, and any arm with an estimated
mean below the best estimated mean by a gap larger than
a ‘separation gap tolerance’ is eliminated. This separation
tolerance is decreased exponentially over phases, so that it
is very small in later phases, eliminating all but the best
arm(s) with high probability. An alternative formulation of
the algorithm is that at the end of a phase, any arm with an
upper confidence bound (UCB) lower than the best lower
confidence bound (LCB) is eliminated. Here, UCB (LCB)
for an arm are computed so that with high probability they
are more (less) than the true mean, but within the separation
gap tolerance of the mean. The phase lengths are then care-
fully chosen to ensure that these confidence bounds hold.

Algorithm overview. Our algorithm, ODAAF, is given in
Algorithm 1. It operates in phases m = 1,2,.... Define
A, to be the set of active arms in phase m. The algorithm
takes parameter n,, which defines the number of samples
of any active arm required by the end of phase m.

In Step 1 of phase m of the algorithm, each active arm j
is played repeatedly for n,, — n,,—1 steps. We record all
timesteps where arm j was played in the first m phases
(excluding bridge periods) in the set T;(m). The active
arms are played in any arbitrary but fixed order. In Step 2,
the n,,, observations from timesteps in 7;(m) are averaged
to obtain a new estimate X, ; of yz;. Arm j is eliminated
if )_(m}j is further than Am from max; e 4 )_(m,j/.

m

A further nuance in the algorithm structure is the ‘bridge
period’ (see Figure 2). The algorithm picks an active arm
j € A, to play in this bridge period for n,, — n.,—1 steps.
The observations received during the bridge period are dis-
carded, and not used for computing confidence intervals.
The significance of the bridge period is that it breaks the de-
pendence between confidence intervals calculated in phase
m—1 and the delayed pay-offs seeping into phase m. With-
out the bridge period this dependence would impair the va-
lidity of our confidence intervals.

Choice of n,;,. A key element of algorithm design is the
careful choice of n,,. Since n,, determines the number
of times each active (possibly suboptimal) arm is played



Bandits with Delayed, Aggregated Anonymous Feedback

Algorithm 1 Optimism for Delayed, Aggregated Anony-

mous Feedback (ODAAF)

Input: A set of arms, A; a horizon, T'; choice of n,, for
each phasem =1,2,.. ..

Initialization: Set Al = 1/2 (tolerance), the set of active
arms A; = A. Let T;(1) = 0,2 € A, m = 1 (phase
index), ¢ = 1 (round index)
while ¢ < T do

Step 1: Play arms.
for j € A, do
LetTj(m) =T;(m —1)
while |T;(m)| < n,, and t <T do
Play arm j, receive X,;. Add t to T;(m). Incre-
ment ¢ by 1.
end while
end for
Step 2: Eliminate sub-optimal arms.

For every arm in j € A,,, compute X,, ; as the av-
erage of observations at time steps ¢ € T);(m). That

1s,
Z X, .

teT; (m)

- 1

X,
T T (m)

Construct A,, 1 by eliminating actions j € A, with

Xmj+Am < jr/gi)fn X jt -

Step 3: Decrease Tolerance.

Set Am+1 = AQ”"’.
Step 4: Bridge period.
Pick an arm j € A,, 11 and play it v, = Ny — N1
times while incrementing ¢ < 7. Discard all observa-
tions from this period. Do not add ¢ to Tj(m).
Increment phase index m.

end while

and phase lengths, this clearly has an impact on the re-
gret. In particular, n,, needs to be chosen so that the con-
fidence bounds on the error in estimation hold with given
probability. The main challenge is developing these confi-
dence bounds from delayed, aggregated anonymous feed-
back. Handling this form of feedback involves a credit as-
signment problem of deciding which samples can be used
for a given arm’s mean estimation, since each sample is an
aggregate of rewards from multiple arms played some pre-
vious time steps. This credit assignment problem would be
hopeless in a passive learning setting without further infor-
mation on how the samples were generated. Our algorithm
utilizes the power of active learning by designing the phase
execution in such a way that the feedback can be effectively
‘decensored’, without losing too many samples.

One naive approach to defining the confidence bounds

Phase ¢

T;() \T;(i—1) Bridge

Figure 2: An example of phase ¢ of our algorithm.

when the delay is bounded by some constant d > 0 is to
observe that, since all rewards are in [0, 1],

Z Xt - Z Rt,j

teT; (m)\Tj(m—1) teT; (m)\Tj(m—1)

<d

)

We can then bound R; ;, from its mean, u; using Hoeffd-
ing’s inequality (see Appendix B). This leads to selecting

_ Cilog(TA2)  Comd
B Agn Am

for some constants C'y, (', and corresponds to worst case
regret of O(v/KTlogT + Klog(T)d). For d > E[7]
and large T, this is significantly worse than that of Joulani
et al. (2013). In Section 4, we show that, surprisingly, it
is possible to recover the same rate of regret as Joulani
et al. (2013), but this requires a more nuanced argument
to get tighter confidence bounds and smaller n,,. In the
next section, we describe the choice of n,, in every phase
m € N and its implications on the regret, for each of the
three cases mentioned previously: (i) Known and bounded
expected delay (Assumption 1), (ii)) Bounded delay with
known bound and expected value (Assumptions | and 2),
(iii) Delay with known and bounded variance and expecta-
tion (Assumptions | and 3).

m

4. Regret Analysis

In this section, we specify the choice of parameters n,,, and
provide regret guarantees for Algorithm 1 for each of the
three previously mentioned cases.

4.1. Known and Bounded Expected Delay

First, we consider the setting with the weakest assumption
on delay distribution: we only assume that the expected
delay E[7] is bounded and known. No assumption on the
support or variance of the delay distribution is made. The
regret analysis for this setting will not use the bridge period,
so Step 4 of the algorithm could be omitted in this case.

Choice of n,,,. Here, we use Algorithm 1 with

O log(TA2))  ComE[7]
nm - A%n Am
for some large enough constants C'y, C2. The exact value
of n,, is given in Appendix C.

2
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Estimation of error bounds. We bound the error be-
tween X, and u; by Am/2. In order to do this we
first bound the corruption of observations received during
timesteps 7;(m) due to delays.

Fix a phase m and arm j € A,,. Then the observations
X in the period ¢ € T;(m) \ T;(m — 1) are composed of
two types of rewards: a subset of rewards from plays of
arm j in this period, and delayed rewards from some of the
plays before this period. The expected value of observa-
tions from this period would be (7, — 7,,—1)u; but for
these rewards entering and leaving this period due to delay.
Since the reward is bounded by 1, a simple observation is
that expected discrepancy between the sum of observations
in this period and the quantity (1,,, — 7mm—1)p; is bounded
by the expected delay E[7],

El D

teT; (m)\T;(m—1)

(Xe —py) | <E[f]. 3

Summing this over phases £ = 1, ...m gives a bound

[E[Xom,j] = pj] < %I(E% = mfj]. @)

Note that given the choice of n,,, in (2), the above is smaller
than Am /2, when large enough constants are used. Then,
using concentration inequalities along with the choice of
n., from (2), we can obtain the following high probability
bound. A detailed proof is provided in Appendix C.

Lemma 1 Under Assumption | and the choice of n., given
by (2), the estimates X, ; constructed by Algorithm I sat-
isfy the following: For every fixed arm j and phase m, with
probability 1 — %, either j ¢ Ay, or:
Xjm — 1 <Ap /2.

Regret bounds. Using Lemma I, we derive the following
regret bounds in the current setting.

Theorem 2 Under Assumption 1, the expected regret of Al-
gorithm 1 is upper bounded as

E[9] < EK: O<loi(r)+log<ij>E[T]>. 5)

J=1:j#5* /

Considering the worst-case values of A (roughly /K/T),
we obtain the following problem independent bound.

Corollary 3 For any problem instance satisfying Assump-
tion 1, the expected regret of Algorithm 1 is upper bounded
as

E[%r] < O(V/KT log(T) + KE[7] log(T)).

Proof of Theorem 2 (Sketch). Given Lemma I, the
proof of Theorem 2 closely follows the analysis of the Im-
proved UCB algorithm of Auer & Ortner (2010). Lemma
1 and the elimination condition in Algorithm | ensure that,
with high probability, any suboptimal arm j will be elimi-
nated by phase m; = log(1/A;), thus incurring regret at
most 2n,,, A (the extra n,,, is due to possible plays in the
bridge period). The result is then obtained by substituting
in n,y,; from (2), and summing over all suboptimal arms.

A detailed proof with precise high probability bounds is in
Appendix C. As in Auer & Ortner (2010), a union bound
over all arms (which would result in an extra log( K') factor)
is avoided by (i) reasoning about the regret of each arm
individually, and (ii) bounding the regret resulting from the
elimination of the optimal arm by carefully considering the
probability it is eliminated in a given round. O

4.2. Delay with Bounded Support

If the delay is bounded by some constant d > 0 and a sin-
gle arm is played repeatedly for long enough, we can re-
strict the number of arms corrupting the observation X at
a given time ¢. In fact, if each arm j is played consecutively
for more than d rounds, then at any time ¢ € T;(m), the ob-
servation X; will be composed of the rewards from at most
two arms: the current arm ; and previous arm j'. Further,
from the elimination condition, with high probability, arm
4’ will have been eliminated if it is clearly suboptimal. We
can then recursively use the confidence bounds for arms j
and j' from the previous phase to bound |x; — ;/|. Be-
low, we formalize this intuition to obtain a tighter bound
on | X, ; — p;| for every arm j and phase m.

Choice of n,,,. Here, we define,

~ C1log(TA,,) | CoE[7] ©
m T A?n Am
4 min {md, Cs logN;(TAm) n C4T~TL]E[’T] }
A2 A,

for some large enough constants C7, Co, Cs, Cy (see Ap-
pendix D for the exact value). This choice of n,, means
that for large d, we essentially revert back to the choice of
Ny, from (2) for the unbounded case, and we gain nothing
by using the bound on the delay. However, if d is not large,
the choice of n,, in (6) is smaller than (2) by a factor of m
in the second term.

Estimation of error bounds. In this setting, reusing the
analysis from the previous section to bound the corruption
of observations during T;(m), would result in the same
bound as in (3) and (4). This bound scales with mE|[r].
However, using knowledge of the upper bound of the sup-
port of 7, we can obtain a tighter bound, so that an error
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bound similar to Lemma | is achieved with the smaller
value of n,, in (6) that scales with E[7]. We prove the fol-
lowing proposition. Since A,, =27 thisis considerably
tighter than (3).

Proposition 4 Assume n; — n;,_1 > d for phases i =
1,...,m. Define £,,_1 as the event that all arms j € A,
satisfy error bounds | X 1 j — jij| < Apu_1/2. Then, for
everyarm j € A,

E Z (Xt - ,u’]) Em—1| < Am—lE[T]

teT; (m)\T;(m—1)

Proof: (Sketch). Consider a fixed arm j. Again, the
expected value of the sum of observations X; for t &
T;(m) \ T;(m — 1) would be (1, — N1 ) pt; Were it not
for some rewards entering and leaving this period due to
the delays. Because of the i.i.d. assumption on delay, in
expectation, the number of rewards leaving the period is
roughly the same as the number of rewards entering this
period, i.e., E[r]. (Conditioning on &,,_; does not effect
this due to the bridge period). Since n,, — n,,—1 > d, the
reward coming into the period 7 (m) \ T;(m — 1) can only
be from the previous arm j’. All rewards leaving the period
are from arm j. Therefore the expected difference between
rewards entering and leaving the period is (p; — p;/)E[7].
Then, if 15 is close to 1/, then the total reward leaving the
period is compensated by total reward entering. Due to the
bridge period, even when j is the first arm played in phase
m, j' € A, so it was not eliminated in phase m — 1.
By the elimination condition in Algorithm 1, if the error
bounds |X,~7m_1 — ] < Am_l/Q are satisfied for all arms
in A, then p1; — pjr < A,,_1. This gives the result. [J

For the regret analysis, we derive a high probability version
of the above result. We then use this repeatedly, along with
the fact that 37", | A; = S 1270 < 2, to get that,

m

DEl D

=1 [teT;()\T;(i-1)

(Xt — py)

51;1 § QE[T]

and iteratively bound P(EF) to be small. Note that this
bound is an improvement of a factor of m compared to

(4). Using this, and the choice of n,, > 2 (loiﬁ + %)
from (6), for large enough constants, we derive the follow-
ing lemma. A detailed proof is given in Appendix D.

Lemma 5 Under Assumption | of known expected value
and 2 of bounded delays, and choice of n,, given in (0),
the estimates Xm j obtained by Algorithm 1 satisfy the fol-
lowing: For any arm j and phase m, with probability at
least 1 — %%1, either j ¢ A, or

Xing =15 < Am/2.

Regret bounds. We now give regret bounds for this case.
Theorem 6 Under Assumption | and bounded delay As-
sumption 2, the expected regret of Algorithm [ is upper
bounded as

Es]< Y 0 <1°gA(jT) +E[]

log(T)
A .

J

+ min {d, + log(;)E[T]}>

J

Proof: (Sketch). Given Lemma 5, the proof is very similar
to the proof of Theorem 2. The main change is that we
substitute n,,, by the (smaller) quantity in (6), to obtain a
smaller regret bound. The full proof is in Appendix D. O

Then, if d <
independent regret bound on the regret which matches that
of Joulani et al. (2013).

v/ % +E[7], we get the following problem

Corollary 7 For any problem instance satisfying Assump-
tion 1 and bounded delay Assumption 2 with d <

LhoeT I%g L\ E[r], the expected regret of Algorithm 1 is upper
bounded as

O(v/KTlog(T) + KE[7]).

4.3. Delay with Bounded Variance

If the delay is unbounded but well behaved in the sense that
we know (a bound on) the variance, then we can obtain sim-
ilar regret bounds to the bounded delay case. Intuitively,
delays from the previous phase will only corrupt observa-
tions in the current phase if their delays exceed the length
of the bridge period. We control this by using the bound on
the variance to bound the tails of the delay distributions.

Choice of n,,,. Let V(7) be the known variance (or bound
on the variance) of the delay, as in Assumption 3. Then, we
use Algorithm 1 with the following value of n,,,

log(T A, E[r] +V
n = 0 28 Am) o BIEVE )
Az A

for some large enough constants C'y, C2. The exact value
of n,, is given in Appendix E.

Regret bounds. We get the following instance specific
and problem independent regret bound in this case.

Theorem 8 Under Assumption [ and Assumption 3 of
known (bound on) expected delay and variance of delay,
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Figure 3: The ratios of regret of variants of our algorithm

to that of QPM-D for different delay distributions.

and choice of n., from (7), the expected regret of Algorithm
I can be upper bounded by,

A

J

K
ER]< Y 0O <log(T) FE[] + V(T)> .

J=lipyFp*

Corollary 9 For any problem instance satisfying Assump-
tions 1 and 3, the expected regret of Algorithm [ is upper
bounded as

ERr] < O(/KTlog(T) + KE[7] + KV(7)).

Thus, it is sufficient to know a bound on variance to obtain
regret bounds similar to those in bounded delay case. The
proofs for the above results are provided in Appendix E.2.

5. Experimental Results

We compared the performance of our algorithm (under dif-
ferent assumptions) to QPM-D (Joulani et al., 2013) in var-
ious experimental settings. In these experiments, our aim
was to investigate the effect of the delay on the perfor-
mance of the algorithms. In order to focus on this, we
used a simple setup of two arms with Bernoulli rewards
and p = (0.5,0.6). In every experiment, we ran each algo-
rithm to horizon T = 250000 and used UCB1 (Auer et al.,

2002) as the base algorithm in QPM-D. The regret was av-
eraged over 200 replications. For ease of reading, we de-
fine ODAAF to be our algorithm using only knowledge of
the expected delay, with n,,, defined as in (2) and run with-
out a bridge period, and ODAAF-B and ODAAF-V to be the
versions of Algorithm | that use a bridge period and infor-
mation on the bounded support and the finite variance of
the delay to define n,, as in (6) and (7) respectively.

We tested the algorithms with different delay distributions.
In the first case, we considered bounded delay distributions
whereas in the second case, the delays were unbounded.
In Fig. 3a, we plotted the ratios of the regret of ODAAF and
ODAAF-B (with knowledge of d, the delay bound) to the re-
gret of QPM-D. We see that in all cases the ratios converge
to a constant. This shows that the regret of our algorithm
is essentially of the same order as that of QPM-D. Our al-
gorithm predetermines the number of times to play each
active arm per phase (the randomness appears in whether
an arm is active), so the jumps in the regret are it changing
arm. This occurs at the same points in all replications.

Fig. 3b shows a similar story for unbounded delays with
mean (or bound on mean for the half normal distribution,
N,) of E[7] = 50. The ratios of the regret of ODMF and
ODAAF-V (with knowledge of the delay variance) to the
regret of QPM-D again converge to constants. Note that
in this case, these constants, and the location of the jumps,
vary with the delay distribution and V[7]. When the vari-
ance of the delay is small, it can be seen that using the vari-
ance information leads to improved performance. How-
ever, for exponential delays where V(7) = E[7]?, the large
variance causes n.,, to be large and the suboptimal arm is
played more, increasing the regret. In this case ODMAF-V
had only just eliminated the suboptimal arm at time 7.

It can also be illustrated experimentally that the regret of
our algorithm and that of QPM-D both increase linearly in
E[7]. This is shown in Appendix F.

6. Conclusion

We have studied an extension of the multi-armed bandit
problem to bandits with delayed, aggregated anonymous
feedback. Here, a sum of observations are received after
some stochastic delay and we do not learn which arms con-
tributed to each observation. In this more difficult setting,
we have proven that, surprisingly, it is possible to develop
an algorithm that performs comparably to those for the sim-
pler delayed feedback bandits problem, where the assign-
ment of rewards to plays is known. Particularly, using only
knowledge of the expected delay, our algorithm matches
the worst case regret of Joulani et al. (2013) up to loga-
rithmic factors. These logarithmic factors can be removed
using an improved analysis and slightly more information
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about the delay; if the delay is bounded, we achieve the
same worst case regret as Joulani et al. (2013), and for un-
bounded delays with known finite variance, we have an ex-
tra additive V(7) term. We supported these claims experi-
mentally. Note that while our algorithm matches the order
of regret of QPM-D, the constants are worse. Hence, it is
an open problem to find algorithms with better constants.
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Appendix
A. Preliminaries

A.1. Table of Notation

For ease of reading, we define here key notation that will be used in this Appendix.

T : The horizon.
Aj; : The gap between the mean of the optimal arm and the mean of arm j, A; = u* — ;.
A,, : The approximation to A; at round m of the ODMAF algorithm, A, = %
N : The number of samples of arm ;7 ODMF needs by the end of round m.
Vm : The number of times each arm is played in phase m, v, = Ny — Nyp—1.
d : The bound on the delay in the case of bounded delay.
m; : The first round of the ODAAF algorithm where A,,, < 2;/2.
M; : The random variable representing the round arm j is eliminated in.
T;(m) : The set of all time point where arm j is played up to (and including) round m.
X¢ ¢ The reward received at time ¢ (from any possible past plays of the algorithm).
R;; : Thereward generated by playing arm j at time ?.
7t; - The delay associated with playing arm j at time ¢.
E[r] : The expected delay (assuming i.i.d. delays).
V(r) : The variance of the delay (assuming i.i.d. delays).
Sm : The start point of the mth phase. See Appendix A.2 for more details.
U,, : Theend point of the mth phase. See Appendix A.2 for more details.
Sm,; : The start point of phase m of playing arm j. See Appendix A.2 for more details.
Un,; : The end point of phase m of playing arm j. See Appendix A.2 for more details.
A, @ The set of active arms in round m of the ODMF algorithm.
Ait,Bit,Ciy  :  The contribution of the reward generated at time ¢ in certain intervals relating to phase
1 to the corruption. See (13) for the exact definitions.
G: : The smallest o-algebra containing all information up to time ¢, see (8) for a definition.

A.2. Beginning and end of phases

We formalize here some notation that will be used throughout the analysis to denote the start and end points of each
phase. Define the random variables .S; and U; for each phase ¢ = 1,...,m to be the start and end points of the phase.
Then let S; ;, U; ; denote the start and end points of playing arm j in phase ¢. See Figure 4 for details. By convention,
let S;; = U;; = oo if arm j is not active in phase 7, S; = U; = oo if the algorithm never reaches phase 7 and let
So,; = Up,; = So = Up = 0 for all J. It is important to point out that n,, are deterministic so at the end of any phase
m — 1, once we have eliminated sub-optimal arms, we also know which arms are in 4,,, and consequently the start and
end points of phase m. Furthermore, since we play arms in a given order, we also know the specific rounds when we start
and finish playing each active arm in phase m. Hence, at any time step ¢ in phase m, Sp,, U, Sm41 and Uy, j, S, 5 for
all active arms j € A,,, will be known. More formally, define the filtration {G, } 2, where

gt :U(X17"'7Xt77-1,]17"')Tt,Jt7R1,J17'-'7Rt,Jt7J13"-aJt) (8)

and Gy = {0, }. This means the joint events like {S; <t} N{S; ; =s'} € G, forall s’ € N, j € A.

Phase ¢
Sij Uij Uiy +1
_|.|.|.|.|.|. ....... |.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|.|. ......
Si . . U,
' Ti()\T;(i = 1) Bridge '

Figure 4: An example of phase ¢ of our algorithm.
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A.3. Useful results

For our analysis, we will need Freedman’s version of Bernstein’s inequality for the right-tail of martingales with bounded
increments:

Theorem 10 (Freedman’s version of Bernstein’s inequality; Theorem 1.6 of Freedman (1975)) Let {Yk}z‘;o be a
real-valued martingale with respect to the filtration {Fy,}32, with increments {Z}32: E[Zy|Fr—1] = 0 and Z), =
Yi—Yi_1, fork =1,2,.... Assume that the difference sequence is uniformly bounded on the right: Zy < b almost surely
for k =1,2,.... Define the predictable variation process Wy, = Z§=1 E[Z?\fj_l]for k=1,2,.... Then, forallt > 0,
a2 >0,

t2/2
. 2
P (3 >0 : Yy > tand W < o) SCXP{‘W,}'

This result implies that if for some deterministic constant, o2, Wi, < o2 holds almost surely, then P (Y >1¢) <
2
exp {_#{7?/3} holds for any ¢ > 0.

We will also make use of the following technical lemma which combines the Hoeffding-Azuma inequality and Doob’s
optional skipping theorem (Theorem 2.3 in Chapter VII of Doob (1953))):

Lemma 11 Fix the positive integers m,n and let a,c € R. Let F = {F,}{ be a filtration, (e, Zt)1=1,2,....n be a se-
quence of {0, 1} x R-valued random variables such that fort € {1,2,...,n}, €; is Fy_1-measurable, Z; is F-measurable,
E[Z|Fi—1] = 0 and Z; € [a,a + c|. Further, assume that Y ._, €, < m with probability one. Then, for any X > 0,

- 2)\2
P( Y &2 >\ <exp ~ S0 )

t=1

Proof: This lemma appeared in a slightly more general form (where n = oo is allowed) as Lemma A.1 in the paper by
Szita & Szepesvari (2011) so we refer the reader to the proof there. (|

B. Naive approach for bounded delays

[log(T A2 d
Wm = Ogi( m) + Ll .
2N, Nn,

denote the width of the confidence intervals used in phase m for any arm j. We start by showing that the confidence bounds
holds with high probability:

Let

Lemma 12 For any m, j,
2

P(| X — fi| > wp,) < —— .
(I g = )7TA3n

Proof: First note that since the delay is bounded by d, at most d rewards from other arms can seep into phase ¢ of playing
arm j and at most d rewards from arm j can be lost. Defining S; ; and U; ; as the start and end points of playing arm j in
phase ¢, respectively, we have

Rj. — X <d, (10)

because we can pair up the missing and extra rewards, and in each pair the difference is at most one. Then, by T;(m) =
Uz {Si;,S.;+1,...,U; } and (10) we get

% ' Ru- Y. X g%d.

teT;(m) teT;(m) m
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D 4 md
Define R, ; = Wlm)l ZteTJ,(m) R; ; and recall that X,, ; = m ZteTj(m) X;. For any a > o,

_ _ _ _ _ md
P (| X — pjl > a) <P (| X — Rl + [Rinj — il > a) <P (|Rm,j —pjl >a— n>

md\ 2
SQexp{—2nm (a—) },
Mm

where the first inequality is from the triangle inequality and the last from Hoeffding’s inequality since R;; € [0,1] are

independent samples from v;, the reward distribution of arm j. In particular, taking a = % + :’f—d ensures that
P(|X; — pj| >a) < %3”, finishing the proof. O
Observe that setting
1 _ _ _ 2
N = LA% (\/Iog(TAfn) + \/log(TA?n) + 4Ammd) —‘ . (11)
A,

ensures that wy,, < ==. Using this, we can substitute this value of 7, into Improved UCB and use the analysis from
(Auer & Ortner, 2010) to get the following bound on the regret.

Theorem 13 Assume there exists a bound d > 0 on the delay. Then for all A\ > 0, the expected regret of the Improved
UCB algorithm run with n,,, defined as in (11) can be upper bounded by

641og(TA?) 96 64
3 (Aj F e 6log(2/Ad+ o |+ Y o+ T max 4,

: Aj Aj ;
jeA jeA Aj<x

Aj>A 0<A <A

Proof: The result follows from the proof of Theorem 3.1 of (Auer & Ortner, 2010) using the above definition of n,,,. O In
particular, optimizing with respect to A gives worst case regret of O(v/KT logT + KdlogT).

C. Results for known and bounded expected delay

C.1. High probability bounds

Lemma 1 Under Assumption | and the choice of n,, given by (2), the estimates )_(m, j constructed by Algorithm | satisfy
the following: For every fixed arm j and phase m, with probability 1 — % either j & Ay, or:

2
m

Xjm — 115 < A /2.

Proof: Let

_ 4log(TA) N 21og(TA2) N 3mE[r]

3Ny, Nm Tim,

(12)

m

We first show that with probability greater than 1 — %?n’ J & Apor =3, ety (my (Xt = 1) < Wns.

For arm j and phase m, assume j € A,,,. Then for any phase 7 < m and time ¢, define,
Aip =Ry g {5, +t > Si}, Biy= Ry, l{r g, +t> 85}, Cip= Ry s {15, +1>Ui;} (13)
Define the filtration {Gs}5°, by Gop = {Q, 0} and

gt = U(X17"'7XtaJ17'-';JtaT1,J17-' -7Tt,Jt7R1,J17-'-Rt,Jt)' (14)
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Then, we use the decomposition,

m Ui, J m Si,j_l U77>j Ui, »J
Yo (X <> ( Y Realmg +t28ib+ Y (Rug, —wy) = Y Reglfns, +t> Um‘}>
i=1t=S; \j =1 t:Si_lyJ t:Si,J t=S; j

m S;—1 Sij—1
Z ( Z Ry g {15, 1> Si} + Z Ry g, {15, +t > Sij}

<
i=1 Nt=S, 1, t=5;
Ui Ui
+ (Rt T — Z R, JtH{Tt’Jt +t> Ul"j}>
t=5; ; t=5; ;
m S;—1 S;,i—1 Ui, Ui,j
:Z( > Ais+ Y. Biu+ Z (Reg, — 1) = > Cm)
i=1 “t=S; 1, t=5; t=Si; t=5i.j
m  Uij
=3 > (R, —ny +ZQt ZPt
i=11t=S; ; t=1 t=1
m Ui m Sm] m Ui,j
= (Rea, =)+ E[QilGi—1)) + DD (E[P|Gi—1] — P) (15)
i=11=S; ; i=1 t:l i=1 t=1
Term L. Term II. Term II1.
m Sm,j Um,j
+>° ( D EQuGia] - Y E[Pt|gt_ﬂ>,
i=1 \ t=1 t=1
Term IV.
where,
Qi = Z(Ai,t]l{si—l,j <t <S8 =1+ B Jd{S; <t <S5, ; —1})
1;1
P = ZCi,tH{Si,j <t < U b
i=1
Recall that the filtration {Gs122, is defined by Go = {Q, 0}, G =
o(X1,... . Xe, Ju, .o, I, Tgy o5 Teg Ray s - - R g,) and we have defined S;; = oo if arm j is eliminated

before phase ¢ and S; = oo if the algorithm stops before reaching phase i. We will bound each term of the above
decomposition in turn, however first we need the following results.

Lemma 14 Let Y, = Y 7 (Qr — E[Q4|Gi—1]) for all s > 1, Yy = 0. Then {Y,}22 is a martingale with respect to the
Siltration {G4}2 , with increments Zs =Y, — Ys—1 = Qs — E[Qs|Gs—1] satisfying B[ Zs|Gs—1] =0, Zs; < 1 forall s > 1.

Proof: To show {Y;}22, is a martingale with respect to {Gs}5° ,, we need to show that Y is G5 measurable for all s and
E[Ys|Gs—1] = Yio1.

Measurability: First note that by definition of G, 7 j,, Ry, are all G;-measurable for t < s. Then, for each 4, either ¢ is
in a phase later than ¢ so S;_1 ; and S; are G;-measurable, or S;_; ; and \S; are not G;-measurable, but I{t > S, ;} =0
so I{t > S; ;} is G;-measurable. In the first case, since S;_1 ; and S, are Gy-measurable A, (I{S; 1 ; <t < S; —v;}is
G-measurable. In the second case, A;I{S;—1,; <t < S; — 1} = A; I{{Si—1; < t}I{t < §; — 1} = 0 so it s also
G,-measurable. Similarly, if ¢ is after S; , S; and \S; ; will be G-measurable or I{.S; < ¢t < S; ; — 1} = 0. In both cases,
B; JI{S; <t < S, ; — 1} is G;-measurable. Hence, (); is G;-measurable, and also @, is G, measurable for any s > ¢. It
then follows that Y is G,-measurable for all s.

Expectation: Since (), is G; measurable for all ¢,

IV, Gun1] = B Y (@: - BQUG)Gecs

t=1
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- E[i@t EQuGDIGer | +El(Q — E[Q4[Gur])[Gor]
= (Qt E[Q¢|Gi-1]) + E[Qs|Gs—1] — E[Qs]Gs—1]

= (Qt [Qt|gt 1]) Y, 1

Hence, {Y;}52, is a martingale with respect to the filtration {G,}52,.

Increments: For any s = 1,..., we have that
s s—1
Zo=Y.=Yi1 =Y (Qr—E[QiGi1]) = > _(Q —E[Q:|Gi-1]) = Qs — E[Q|Gs1].
t=1 t=1
Then,

E[Zs‘gsfl] = E[Qs - E[Qs|g571“gsfl] = E[Qs|gsfl] - ]E[Qs|gsfl] =0.

Lastly, since for any ¢, there is only one ¢ where one of I{S; ;1 ; <t < S; —1} =lorI{S;, <t < S;; —1} =1 (and
they cannot both be one), and by definition of R, j,, A; 1, B;; < 1, it follows that Z, = Qs — E[Qs]Gs—1] < 1forall s. O

Lemma 15 Foranyt, let Zy = Q; — E[Q¢|Gi—1], then, for any s < Sy, ;,

fwaﬂ@_ﬂ§2mEM-

t=1

Proof: First note that

ZIE[ZE|gt,1} = ZV(QAgtfl) < ZE[Q?WFJ
t=1 t=1

2
= ZE[<Z i,tI[{Sifl,j <t< Si - 1} + Bi’t]l{si <t< SZ,] _ 1}))

i=1

gt1:|'

Then, given G;_;. all indicator terms I{.S;_1 ; <t < S; — 1} and I{S; < §; ; — 1} foralli = 1,...,m are measurable
and only one can be non zero. Hence, all interaction terms in the expansion of the quadratic are 0 and so we are left with

m

2
ZE [Z2|Gi—1] < ZEKZ A J{Si—1; <t <S;—1}+ B JJ{S; <t < S, 5 — 1})) Qt—1}
=1
= Z]E[Z A2 (S, <t < S — 1} + BLI{S; <t < S;; — 1}?) gtl]
i=1

S

= Z ZIE [A2 I{Si—1; <t < S; — 1} Gia] + Z Z]E[th]l{si <t < Sij—1}Gi-1]
t=1

i=1 i=1 t=1
m Si—1 m  Sij

<Y B G+ Y Y BB G]
1=1t=S;_1 i=11t=S;

> E[ALGe )= Y B[R} H{n, +t> Si}Gi]
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< S

tS? 1,5

E[{7 s, +t > Si}|Gi—1]

s'—1

_ZZH{S’ 1, =15, —S}ZEH{TtJt+t>S}‘gt 1]

s=0s'=s

o oo s —1

=YY > E{Si-1; =

s=0s'=s t=s

co oo s —1

=58 =5 ,7, +t> S }Gi—1]

(Since {t > S;_1;,S;i =5} € Gi_1)

= Z Z Z E[l{Si-1,; =5, = 5", 1,7, +1 > 5'}Gr 1]

s=0s'=s t=s

=20 HSimy =

s=0s'=s

s'—1

5,8, =5} Z P(r, 5, +t>5")
t=s

(Since {t > S;_1,j,S; = s’} € Gi_1)

<ZZH{SZ 1 =55 _S}ZPT>1

s=0s'=s
< E[7].
Likewise, for any ¢ > 1,
> E[B} |G 1] = E[R} ;, 1{7e,s, +1> S j}|Gi1]
t=S; t=S;

IA
i
&

(e

’

®
Il
o

S S

o

oF

@
I
=)

c© oo s'—1

E[I{r,s, +t > Si; }HGi-1]

s'—1

I{S;=s,8; =51 El{rj, +t>Si;}Gi1]

t=s

ZZEH{S =S Sz]_s TtJt+t>S7J}|gt 1]

s'=s t=s

(Since {t > S;, 5, ; = '} € Gi_1)

ZZ ZEH{S =5,8;=5,7 +t>}Gi_1]

s=0s'=s t=s

_ZZH{S =3, S”—S}Z]P’tht-f'f>3)

s=0s'=s

o0

E%g

I
=)

s'=s

[7].

Hence, combining all terms gives the result.

S

IN
&=

Z ]I{Sl =S, Si,j

(Since {t > 5;,S; ; =s'} € Gi—1)

o0

=s1Y P(r>1)

=0

d

Lemma 16 Let Y = > ;| (Ps — E[Py|Gs_1]) forall s > 1, Y] = 0. Then {Y/}32, is a martingale with respect to the
Siltration {G4}22 , with increments Z, = Y! —Y! | = P — E[Ps|Gs_1] satisfying E[Z.|Gs_1] = 0, Z. < 1 forall s > 1.
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Proof: The proof is similar to that of Lemma 14. To show {Y/}%2, is a martingale with respect to {G,}52, we need to
show that Y/ is G measurable for all s and E[Y/|Gs_1] =Y/ _,

Measurability: As before, by definition of G, 7 j,, Rt s, are all G;-measurable for ¢ < s. Also, we can reduce
measurability again to measurability of I{7 ;. +s > U, ;,S;; < s < U, ;}. But, {U; ; = '} N {S;; < s} € G, forall
s’ € Nand Y] is adapted to Gs.

Increments: For any s > 1, we have that

s s—1
Z, =YY/ = (P —E[P|Gi1]) = Y (P — E[P|G:-1]) = P — E[P|G,1].
t=1 t=1

Then,
]E[Zg|g9—1] = E[Pe - E[Ps|gs—1]|gs—ﬂ = E[Ps|gs—ﬂ - E[R@'Qs—l] =0.

Lastly, since for any ¢ and w € (2, there is at most one 4 for which I{.S; ; < t < U, ;} = 1, and by definition of R; j,,
C; < 1, so it follows that Z! = P, — E[P;|Gs_1] < 1 for all s. ]

Lemma 17 For any t, let Z] = P, — E[P;|G;_1], then

Unm »J

> E[Z|Gi-1] < mE[7].

t=1

Proof: The proof is similar to that of Lemma 15. First note that

Unm,j Unm,j Unm,j
Z E(Z{"|G, 1] Z V(P|Gi-1) < ) E[P|G; 1]
t=1 t=1
m,j 2
= Z ]E{(Z (CitI{S;; <t < Ui,j}) |gt1:|~
t=1 =1
Then, given G,_. all indicator terms I{S; ; <t < U, ;} fori = 1,...,m are measurable and at most one can be non zero

for any w € . Hence, all interaction terms are O and so we are left with

\J N m 2
E Z/2|gt 1) < El:(Z(Ci,tH{Si,j <t< Ui,j}) |Qt—1}
1

Um

S
3

t= t=1 i=1
m Um,j
= Z E[szt]l{sw <t <Ui;}|Gi-]
i=1 t=1
m Ui
<Y EIC[G]
i=1t=S;

(since the indicator is G;_1-measurable)

m Ui

=" Y ER ,Hres, +t> Ui }Gi 1]
=1 t:SLJ‘
m Ui

< Z E[l{r:, 5, +t > U;;}|Gi—1]
i=1t=S

(2%

’
o0

Z Z ]I{Si’j =sU;; = S/} ZE[H{TtaJt +t> Ui}j}|gt71]

1 s=0s'=s t=s

M-

.
Il
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o0 S

ZZM{SJ—S Uij=8,7e5 +t>U;}|Gi1]

s'=st

NE

@
Il
-

/
(oo} S

ZZEH{SM*S Uj =575, +t> s} Gi—1]

s'=st=s

s
Il
—

’
o0

Z ]I{Si)j = s, Ui’j = 8/} ZP(TI‘/,L +t> 8/)

1s=0s"=s t=s

1
1 L

7
o0

Z ]I{Si)j =5, Ui,j = S/} iP(T > l)

s'=s =0

.
1[M]#

~
I
ey
m
()

E[r] = mE[7].

L.

@
Il
-

O

Lemma 18 For A, ;, B; ; and C; ; defined as in (13), let v; = n; — n;_ be the number of times each arm is played in
phase i and j| be the arm played directly before arm j in phase i. Then, it holds that, for any arm j and phase i > 1,

S;i—1
(i) Z E[A;:|Gi—1] < E[7]

t=S;_1,;

Si -1
(ii) Z (7] + gy ZIP’T>Z>

=0

Ui, j v
(iii) Z E[C;.4|Gi-1] :ujZP(T> )

t=S; ; =0

Proof: We prove each statement individually. Several of the proofs are similar to those appearing in Lemmas 15 and 17.

Statement (i):

Si—1 S;i—1
> EAulGia] < Y El{m, +1> Si}G ]
t:Si_L]‘ t:Si—l,j
s'—1
_ZZH{S, 1,5 =55 —S}ZEH{TtJt+t>S}‘gt 1]
s=0s'=s

OOOOS*

_ZZ ZEH{SZ 1, =88 =8 ,75, +t>5}Gi_1]

s=0s'=s t=s
(Since {t > S;_1,;,Si =5} € Gi—1)

’
co oo s —1

=3 Y > EM{Si1; =58 =57 +t>5}G]

s=0s'=s t=s

s'—1

S S S = S, =} 3 Pl +125)

s=0s'=s

(Since {t > S;_1;,5; =5} € Gi_1)

< 2_;) Z: {Si—l,j = S,SZ‘ = S/} ZP(T > l)

=0
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Z T > 1) =E[r].
1=0
Statement (iii):
Us,; Ui, j
Z E[C;¢|Gi—1] = E[Ry, 7, {15, +t > Us j}|Gs 1]
t=S5i; t=S; ;

:ZZH{S” =s,Uij —S}Z]ERtJtH{TtJt +t>U; ;}Gi-1]

s=0s'=s

S

=3 NS ER IS, =5,Uij =57 +t > Ui} |G 1]

s=0s'=s t=s
(Since {S; ; =s,U; j =5} € G_q for s < t)

’
S

= Z Z ZE[Rt,JtH{Si,j =s,U;; =51y, +t>5}Gi_1]

s=0s'=s t=s

_ZZH{SH_SUU—S}ZM] (te,g, +t>§")

s=0s'=s

(Since {S;; =s,U;; =5} € Qt_l and given G;_1, R; 5, and 7; j, are independent)

—ZZH{S”—SU”—S};LJZPT>Z

s=0s'=s

S Y
=0

Statement (ii): For statement (ii), we have that for (4, j) # (1, 1),

Si,jfl Si,jfz/i,172 Si,jfl
Y EBidGal= Y. EBiGal+ >, E[BiiGi ]
t=S5; t=S5; t:Siyjfl/iflfl

Then, S; ; is G.—1 measurable for ¢ > S;, so we can use the same technique as for statement (i) to bound the first term. For
the second term, since we will only be playing arm j; for Sij —vi—1—1,...,5;; — 1, we can use the same technique as
for statement (iii). Hence,

Sij—1 0o Vi—1 V;
Z E[B;t|G:—1] < Z P(r > 1) + pyy Z P(r > 1) <E[r] + p ZIP(T > 1).
t=5; I=v;_1+1 1=0 =0

Then, for (4,5) = (1, 1), the amount seeping in will be 0, so using vy = 0, 17, = 0, the result trivially holds. Hence the
result holds for all 4, 5 > 1. O

Lemma 19 Forany arm j € {1,..., K} and phase m, it holds that for any X > 0,

]P’( > (Rt,j—uj)ZA)Sexp{—f:}-

teT;(m)
Proof: The result follows from Lemma 11. When applying this lemma, we use n = 7', m = n,,, fort =0,1,...,T set
Fi=0(X1,..., X4, R1j,... 7Rm) andfort =1,2,...,T define Z, = R, ; — pj and ¢, = I{.J; = j,¢t < maxT;(m)}.
Note that Tj(m) = {t € {1,...,T} : ¢ = 1} and hence } 7 () (Rej — 1) = Z:{=1 €t(Ry,; — pj). Further,

Zle et = |T;(m)| < ny, with probablllty one.
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Fix 1 < ¢t < T. We now argue that ¢; is F;_j-measurable. First, notice that by the definition of ODAAF, the index
M of the phase that ¢ belongs to can be calculated based on the observations Xi,...,X;_1 up to time ¢ — 1. Since
t < Upy,,; is equivalent to whether for this phase index M, the inequality M < m holds, it follows that {t < Up, j)} is
JFi—1-measurable. The same holds for {.J; = j} for the same reason. Hence, it follows that €, is indeed F;_1-measurable.

Now, Z; is clearly F;-measurable as R, ; is clearly F;-measurable. Furthermore, by our assumptions on (R; ;)¢ , and
(Xt)s, E[Ry j| Fi—1] = p; also holds, implying that Z, also satisfies the conditions of the lemma with ¢ = —p; and ¢ = 1.
Thus, the result follows O

We now bound each term of the decomposition in (15) in turn.

Bounding Term I.: For Term I., we can use Lemma 19 to get that with probability greater than 1 — ﬁ,

=

m 1,7
< N log(T A2
STS (Ru i) < %

=11

Il
&n

(¥

Bounding Term IL.: For Term II., we will use Freedmans inequality (Theorem 10). From Lemma 14, {Y;}52, with
Y, =31 1 (Q:—E[Q¢|Gi—1]) isa martmgale with respect to {G; }52, with increments {Z, } 2 satisfying E[Z;|Gs—1] = 0

and Z, < 1 for all s. Further, by Lemma 15, Y7, E[Z?|G;_1] < 2mE[r] < w < n,y, /12 with probability 1.

Hence we can apply Freedman’s inequality to get that with probability greater thanl —

TAZ”
Sm.j 1
Z(Qt E[Q+]Gi-1]) < glOg(TAQ) T5"m log(T'A2)).
t=1

Bounding Term III.: For Term III., we again use Freedman’s inequality (Theorem 10) but using Lemma 16 to show that
(Y352 with Y] = 37, (P, — E[P;|G;1]) is a martingale with respect to {G,}32,, with increments {Z]}32, satisfying

E[Z!|Gs—1] = 0 and Z < 1 for all s. Further, by Lemma 17, Y7, E[Z?|G;_1] < mE[r] < n,,/12 with probability 1.
Hence, with probability greater than 1 — W’
Unm.j

1 -
T m 1Og(TA3n) .

E[P[G—1]) < glog(TA )+ 12

t:l
Bounding Term IV.: To begin with, observe that, by Lemma 18,

S, Um,j

> E[Q:]G: ] Z]EPt|gt 1
=1

t=

= Z E[Z (Aid{Si—1; <t < Si =1} + B I{ S <t < S;; —1}) gt1:|
=1
Um,,j m
- Z E{Z CiI{S,; <t <U;} gt—1:|
t=1 Li=1
m Sm.j m Sm,j
= Z E[A; JJ{Si—1; <t < S; —1}Gi—1] + Z Z E[B; I{S; <t < S;; —1}|Gi—1]
i=1 t=1 i=1 t=1
m Um,j
- Z E[C; I{S;; <t < Uj;}|Ge—1]
i=1 t=1

Si’]’fl

m Si—1 U, j
= Z ( Z E[Ai7t|gt_1] + Z i t|gt 1 Z E i, t|gt 1 )
t

:Si—l,j t=S; t:Slj
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< Zl (2]E[T] + wj XP(T > 1) — pj ;P(T > l)) < 3mE[7].

=0

Combining all terms: To get the final high probability bound, we sum the bounds for each term I.-IV.. Then, with
probability greater than 1 — —<, either j ¢ A, or

1 S (%) < 4log(TA2)) N ( 2 1 ) log(TA2)) | 3mE[r]

PR + —_
s m) 3N V12 2 Ny,
4log(TA2 2log(TA2 E
< og(TA7,) + og(T'A?) + 3mE[T] — .
3nm Nm Tim,

Defining n,,: Setting

2
[ <\/ 2log(TA2) \/2 log(TA2,) gA log(TAZ2,)) + GAmmE[T]) -‘ (16)

ensures that w,,, < % which concludes the proof. O

C.2. Regret Bounds

Here we prove the regret bound in Theorem 2 under Assumption | and the choice of n,, given by (2). For Assumption 1,
the bridge period is not necessary so the results here hold for the version of Algorithm | with the bridge period omitted.
Note that if we were to include the bridge period, we would be playing each arm at most 2n,,, times up to phase m so our
regret would simply increase by a factor of 2.

Theorem 2 Under Assumption 1, the expected regret of Algorithm I is upper bounded as

E[%Ry] < i 0<1°gA(jT) +log (ij) E[T]). )

J=Lg#5"

Proof: Our proof is a restructuring of the proof of (Auer & Ortner, 2()10). For any arm j, define M} to be the random
variable representing the phase when arm j is eliminated in. We set M; = oo if the arm did not get eliminated before
time step 7". Note that if Mj is finite, j € A M, (this also means that A M, is well-defined) and if AM +1 1s also defined
(M; is not the last phase) then J & Anmji1 We also let m; denote the phase arm j should be ehmmated in, that is

mj =min{m >1 : A, < % } and note that, from the definition of A,, in our algorithm, we get the relations

1 Aj ~ A
I < < =2
1 <Ap, < 5 (17

2 =

< 4 <
m; A AWL]-«FI
Define N; = Zthl I{J; = j} be the number of times arm j is used and let 9%52 ) = N;A; be the “pseudo”-regret
contribution from each arm 1 < j < K so that E[Rr] = E {Zf_l ER;? )] . Let M* be the round when the optimal arm j*

is eliminated. Hence,
K .
=5[> |
j=1
K

K
= E[ZD&&@H{M* > mj}] +E[Zm§2)ﬂ{M* <my}
j=1

Jj=1

L 1L

We will bound the regret in each of these cases in turn. To do so, we need the following results.
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Lemma 20 For any suboptimal arm j,

6
P(M; >m;and M* > m;) < ———.
(M; j 2z J)fTAgnj

Proof: Define - -
A= {ij,j < s ermj} and B = {ij,j* > ‘LL* — wmj} .
If both A and B occur, it follows that,

Xomjj <y + W,

=i — Aj + W, (since Aj = pj — p15)

< ij,j* + Wiy — A+ Wiy,

< Xy g — 200, + 20, (by (17))

< ij,j* - Amj (since n,, is such that w,,, < Am/2)

Hence, on the event M* > m;, M; < m;. Thus, M* > m; and M; > m; imply that either A, or B does not occur and
so P(M; > mjand M* > m;) < P({A°UB°}n{j,j* € Amj}) <P(A°nNnj e Amj) +P(B°Nj*n e Amj). Using
Lemma [, we then get that,

6

~ TA2

mj

]P)(Mj > m; and M* > mj)

]

Note that the random set .4,,, may not be defined for certain w € ). That is, A,, is a partially defined random element.
For convenience, we modify the definition of \A,,, so that it is an emptyset for any w when it is not defined by the previous
definition.

Define the event Fj(m) = {X,, j+ < X j — A} N {4, §* € A} to be the event that arm j* is eliminated by arm j in
phase m (given our note on .4,,, this is well-defined). The probability of this occurring is bounded in the following lemma.

Lemma 21 The probability that the optimal arm j* is eliminated in round m < oo by the suboptimal arm j is bounded by

6
P(Fj(m)) < TAZ

Proof: First note that for a suboptimal arm j to eliminate arm j* in round m, both j and j* must be active in round m and
Xon,j — Wy > Xy, i+ + wp,. Hence,

P(F](m)) = P(]a]* € Am and Xm,j — Wy > Xm,j* + wm)
Then, observe that if - -

A={Xpm; <pjt+wn} and B={Xp;>p" —wn}
both hold in round m, it follows that,

- . A A .
Xm,j_AmS,Uzj‘me_AmS,Uj—TmS,uj*—TmSXmJ*—me—

so arm j* will not be eliminated by arm j in round m. Hence, for arm j* to be eliminated by arm j in round m, one of A
or B must not occur and the probability of this is bounded by Lemma 1 as,

6
TA2,’

m

P(Fj(m)) < P((A° UB) N (j,j* € Am)) SP(A° N (j € An)) + P(BC N (j* € Ap)) <

We now return to bounding the expected regret in each of the two cases.
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Bounding Term I. To bound the first term, we consider the cases where arm j is eliminated in or before the correct round
M; < mj) and where arm j is eliminated late (M; > m,;). Then, by Lemma 20,

K
E[Z%QH{M* > mj}]
j=1

K K
=E| Y RPHM* > m}I{M; < mj}} + E[Z%&?H{M* > m, JI{M; > m;}

Jj=1

1

j=1
] K
ERP M, <mj}] + Y E[TAL{M* > m;, M; > m;}]

Jj=1

M=

<.
I
—

K
Ajnmj + ZTAJ'P(M]‘ > m; and M* > mj)
j=1

K 6
Aing,. + TA;, ———
J 7 j; JTAQ 2,

24 96
<Ajnmj+A ) <Z<A—|—A nm]>.

m; j=1 J

M=

<.
Il
—

-

<
Il
—_

<

-

j=1

Bounding Term II  For the second term, let my,ax = max;;- m;. and recall that N; is the total number of times arm j
is played. Then,

K Mmax
E[Z%&Z)H{M* < mj}] [ Sy w¥Kmr = m}}
j=1 m=1 j:m<m;

Mmax

=Y E ]I{M*_m} > m‘ﬂ)}
m=1

Jim;>m
:%X]E ]I{M*_m} > NA}
m=1 Jjim;>m

IN

Z E|I{M* =m}T Ina;( A}
m=1 - m

Mmax

> AP(M* =m)TA,, .
m=1

IA

Now consider the probability that arm j* is eliminated in round m. This includes the probability that it is eliminated by
any suboptimal arm. For arm j* to be eliminated in round m by a suboptimal arm with m; < m, arm j must be active
(M; > my;) and the optimal arm must also have been active in round m; (M™* > m;). Using this, it follows that

K
P(M =Y P(Fm)= Y P(Ejm)+ Y P(E(m)

j=1 Jimgi<m jimji>m
< Y P(M;>mjand M* >my)+ Y P(F;(m)).
Jimi<m Jimgi>m

Then, using Lemmas 20 and 21 and summing over all m < M gives,

mzmix ( Z AP(M; > mj and M* > m;)TA,, + Z 4P(Fj(m))TAm)

m=1 jm;<m jm;>m
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: 6 A, 24+
<Y (X apprantn e Y cRoTAl)

j=1 """ m=m; j=1m=1
K K
96 - 2
SN ST
=1 9 =1
K K K
192 4 384
R I
=177 =1 A j=1 Aj

Combining the regret from terms I and II gives,

K

E[%R7] <Z<+A nmj>

Hence, all that remains is to bound n,, in terms of A;, T and d. Using L,, 7 = log(Tﬁfn), we have that,

2
Ny, = [Ai (\/210g(TA,2nj) + \/2 log(TAEnj) + gAm_j log(TA?nj) +6A,,, ij[T]> —‘

1 16 -
< { N (8 log(TA},) + ;Amj log(TA},) + 124, m; [T]ﬂ

810g(TA2/4) N 161log(TA%/4) 1210g2(4/Aj)]E[T]
- Az, 3A,,

12810g() 32log(T) 96log(4/A;)E[T]
<1
S VAV W A, ’

>

mg

where we have used (a + b)? < 2(a? + b?) for a,b > 0 and log, (z) < 2log(z) for x > 0.
Hence, the total expected regret from ODAAF with bounded delays can be bounded by,

K
128 log(T 480
=LA J !

We now prove the problem independent regret bound,

Corollary 22 For any problem setup, under Assumption 1, the expected regret of ODMAF up to horizon T using n,, from

(16) is upper bounded as
O(\/KTlog(T) + KE[7]log(T)).

Proof: For some A € (0,1) and constants C7, Cy > 0 we bound the regret in the previous theorem by
KCylog(T
S OERI + Y EmY) %g() + KdCs log(1/) + TA.
FINES) G A >N
We then optimize this with respect to \ to get

2T ’

A=

which when substituted into the above regret bound gives a worst case regret bound that scales with O(y/ KT log(T') +
KE[r]log(T)). O
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D. Results for Delays with Bounded Support
D.1. High Probability Bounds

Lemma S Under Assumption | of known expected value and 2 of bounded delays, and choice of n., given in (6), the
estimates X, ; obtained by Algorithm 1 satisfy the following: For any arm j and phase m, with probability at least

1— TAz,eltherjéA or

Xinj — i < A /2.

Proof: Let

:4bgTAmy+ ngTAm)+2Em

3N, Nm Nyn,

19)

m

We begin by showing that with probability greater than 1 — 7 N , either j ¢ Ay, or — ZteT (m) ( — ;) < Wiy, For

now, assume that n,, > md.

For arm j and phase m, assume j € 4, and define p; to be the probability of the confidence bounds on arm j
failing at the end of phase ¢ < m, ie. p; = P(ZteTj(i)(Xt — p;) > nsw;) with pg = 0. Again, let B;; =
RI{ryj, +t > S;;} and C;y = R{m j, +1t > Ui',j} (note that we don’t need to consider A;,; since v; > d
so all reward entering [S; ;,U; ;] will be from the last v; > d plays). Recall the filtration {G,}{2, from (14) where
G=0(X1,.... X0, J1,.. ., Je, T gys s Tegs Rigys - - Ry, ) and Go = {0, Q}. Now, defining,

= BiyxI{S;; —d—1<t<S;;—1}),

Pt = ZCM X H{Si’j <t< Ui,j}.

i=1
we use the decomposition
m  Uij
Z (Xt—u])zz (Xe = p5)
teT; (m) i=11t=5;
m SL g 1 Ui,j UL J
(3 Bt X wew- Y o)
i=1 Nt=8, ;—d t=S, ; t=S;
m U; J Smfj Unm J
=2 2 (Bes—m)+ > Q-3 P
i=11=5, ; t=1 t=1
m Ui Sm,j Um,j
=" Bug, — )+ Z Qi —E[QiGi—1) + D (P — E[PGi-1))
i=11t=5;; t=1
Term 1. Term IL Term III.
Sm,j Um,j
+ Z E[Q+[Gt—1] E[P|Gi—1]
t=1 t=1

Term IV.

Note that we do not have the A; ; terms in this decomposition since there will be no reward from phase ¢ — 1 (before the
bridge period) received in [S; ;, U, ;]. We bound each of these terms with high probability. For terms I. and IIL., this is
the same as in the general case (see the proof of Lemma 1, Appendix C), but for terms II. and IV., we need the following
results.

Lemma 23 Let Y, = >, (Q; — E[Q:|Gi—1]) for all s > 1, and Yy = 0. Then {Y,}32 is a martingale with respect to
the filtration {G4}52, with increments Zy = Ys — Ys_1 = Qs — E[Qs|Gs—1] satisfying E[Z,|Gs_1] = 0,|Zs| < 1 for all
s> 1.
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Proof: To show {Y;}52, is a martingale we need to show that Y; is G;-measurable for all s and E[Y|Gs—1] = Y,_1.

Measurability: We show that B; JI{S; ; —d —1 < s < S, ; — 1} is G;-measurable. This then suffices to show that Y is
Gs-measurable since the filtration G, is non-decreasing in s.

First note that by definition of G, 7 j,, Ry, j, are all Gs-measurable for ¢ < s. Hence, it is sufficient to show that I{7; s, +
s> 8;;,5,;—d—1<s<S,;;—1}is Gs-measurable since the product of measurable functions is measurable. For
any s' € NU {oo}, {S;; = ¢/,s’ —=d—1 < s} € G; fors > S; — v;,_; and so the union Us’GNU{oo}{TS»Js + 5>
s —d—1<s<s—-1,8;=s}={ry, +5> 5,5 ,;—d—1<s<5,;,;—1}is an element of G,.

Increments: Hence, {Y;}52, is a martingale with respect to the filtration {G,}52,, if the increments conditional on the past
are zero. For any s > 1, we have that

s—1

Zy =Yy~ Vo1 = 3(Qi ~ BIQUG)) — 3 (Q1 — BQuGe1]) = Qs — E[Qu]G, 1.

t=1 t=1

Then,
E[Zs|gsfl] = ]E[Qs - E[Qs|g571]|g571] = E[Qs|gsfl} - E[Qs‘gsfl] =0

and so {Y;}2°, is a martingale.

Lastly, since for any ¢ and w € €, there is at most one ¢ where I{S; ; —d <t < S; ; — 1} = 1, and by definition of R; j,,
B, <1, it follows that |Zs| = |Qs — E[Qs|Gs—1]| < 1foralls. O

Lemma 24 Foranyt > 1, let Z; = Q; — E[Q¢|Gi—1), then

Sm,i—1

> E[Z7(Gi-1] < mE[r].
t=1
Proof: Let us denote S” = S,,, ; — 1. Observe that

s’ s S’ m 2
ZE[Zﬂgt—l] = ZV(Qt\Qt—l) < ZE[Qﬂgt 1 ZE[(Z Bi{S;; —d <t < S;;— 1})) ’gt_l].
t=1 t=1 t=1

=1

Then for all ¢ = 1, ..., m, all indicator terms H{Si, j—d <t <8 — 1} are G;_1-measurable and only one can be non
zero for any w € Q. Hence, for any 7,7’ < m, 1 # 7/,

Bi,t X H{S@j —d—1 <t< Si7j — 1} X Bi’,t X H{Sz’/J‘ —d—1 <t< Si/,j — 1} ZO,

Using the above we see that

S’ S’ 2
ZE[ZﬂQt—ﬂ < ZEKBi,t]I{Si,j —d—1<t<8;— 1}) ‘@-1]
t=1 t=1

s’ m
:ZE{ZBft]I{SZj—d—1<t<S” —1)2
t=1 =1

m S’

ZZ [B2,1{S;; —d—1<t<S;;—1}Gi1]

o

(using that the indicator is G;_;-measurable)
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Then, for any ¢ > 1,

Sij—1 Sij—1
> EBLIGal= Y. B[R}, r, +t>Si;}Gi]
t=5; ;—d—1 =5, ,—d—1
Sij—1
< Z E[l{7,7, +t > S j}Gt—1]
t=5;  —d—1

Zﬂ{s”—s} Z E[l{r:.5, +t > Si;}|Gi 1]

s=0 t=s—d—1

s—1
= Z Z E[I{S;; = 5,77, +t > Si ; }|Gt—1]

s=0t=s—d—1
(Since S; ; > S; and so, due to the bridge period, {S; ; = s} € G, forany t > s — d)

[e%e) s—1
=3 3 El{Si; =570 +1t > 5}Ge ]

s=0t=s—d—1

—Z]I{S”—s} Z P(ry, g, +t>s)

t=s—d—1
(Since {S; j = s} € Gy forany t > s — d)

1{S; _S}ZPT>1

=0

IN
it

E[T]

Combining all terms gives the result. U

We now return to bounding each term of the decomposition

Bounding Term I.:  For term II., as in Lemma 1, we can use Lemma 19 to get that with probability greater than 1 — 7 Al ,

m

S

UL nun log(TA,,
> (Re.g, — 1j) < %
=1t

I
e

(%)

Bounding Term II.: For Term II., we will use Freedmans inequality (Theorem 10). From Lemma 23, {Y,}52, with
Y, = > (Q:—E[Q:|G;—_1]) is a martingale with respect to {G } 22, with increments { Z, } 22 satisfying E[Z4|Gs_1] = 0
and Z, < 1 for all s. Further, by Lemma 24, thl [Z2|Gi—1] < mE[r] < w < n,, /8 with probability 1. Hence

we can apply Freedman’s inequality to get that with probability greater than 1 — T’

m

S.

3

¥

(Q: — E[Q¢]Gi1]) <

1

1nm log(TA,,).

log(TA,,) + 3

wl N

t

Bounding Term IIl.: For Term III.,, we again use Freedman’s inequality (Theorem 10). As in Lemma |, we use
Lemma 16 to show that {Y}32, with Y/ = >7_, (P, — E[P;|G,_1]) is a martingale with respect to {G,}52 with in-
crements {Z! 1}, satisfying E[Z|Gs_1] = 0 and Z! < 1 for all s. Further by Lemma 17, Y°;_, E[Z?|G;—1] < mE[r] <
Ny, /8 with probablhty 1. Hence, with probability greater than 1 — m,

Um,‘j

S (P~ E[R|G,-1]) <

t=1

1nm log(TA,,).

og(TAm) + 3

W o
—



Bandits with Delayed, Aggregated Anonymous Feedback

Bounding Term IV.: For term IV., we consider the expected difference at each round 1 < 7 < m and exploit the
independence of 7; 5, and R; j,. Consider first ¢ > 2 and let j; be the arm played just before arm j is played in the ith
phase (allowing for j! to be the last arm played in phase ¢ — 1). Then, much in the same way as Lemma 24,

Sij—1 Si;—1
Z E[B;¢|Gi—1] = Z E[R; 7, {15, +t > Si j}|Gi—1]
t=S; ;—d—1 t=S; ;j—d—1
= Z ZH{S _8 SZJ_S} Z Rt]tH{TtJt +t>Szg}|gt 1]
s'=d+1 s=s’ t=s—d

0o co s—1 K
Z Z Z ZE[Rt,JtH{Si = S/,Si)j =8, Tt,J, +t> S@j7 Jy = k‘}|gt,1}

s'=d+1 s=s’ t=s—d k=1
(Due to the bridge period {S; = §',5; ; =s} € Gi_1fort > s —d > s —d)
1

e oo s— K
S5 Y Si=5,8;=s,Ji = kK}E[RI{r s + t > 5}|Gs 1]

s'=d+1 s=s’ t=s—d k=1

z i Z Zukﬂ{s =58 =sJi =k}P(r>s—1t)

s’'=d+1 s=s’ t=s—d k=1
d—1

= ZP(T > l)

=0

A similar argument works for ¢ = 1, j > 1 with the simplification that .S; ; is not a random quantity but know . Finally, for
i =1,7 = 1 the sum is 0. Similarly, for all i, 7,

Ui,j Ui,j

> E[Ci4|Gr1] > E[CiilGi]

t:Siyj t=U; j7d+1

Z ZZ [Rej x{ri; +t> st x{U;j = 5,8 = s'}Gi—1]

s'=d+1 s=s' t=s—d

= [j Z ]I{UL]‘ = S,Si = Sl} Z ]P)(T—Ft > S)
s=d+1 t=s—d

d—1
=0

Combining these we get the following bound for term IV for all (¢, j) # (1, 1),

Sij—1 Ui,j d—1 d—1
> E[BiglGi] - E[CitlGe1] < pj; Y B(r>1) —p; Y B(r>1)
t:Si)j—d—l t:Si,j =0 =0

< i — pylE[r].

If (4,7) = (1,1) then we have the upper bounded by 1 E[7] < E[7] = AyE[7] since no pay-off seeps in and we define
Ag = 1.

Then, the probability that either arm j] or j is active in phase ¢ when it should have been eliminated in or before phase
i — 1 is less than 2p;_1, where p; is the probability that the confidence bounds for one arm hold in phase ¢ and py = 0.
If neither arm should have been eliminated by phase ¢, this means that their mean rewards are within A;_1 of each other.
Hence, with probability greater than 1 — 2p;_1,

Siyj—l

> E[BislGia] = Y E[Cis|Gi1] < A;1E[r].

t:Siyjfdfl t=S;

=
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Then, summing over all phases gives that with probability greater than 1 — 2 ZZ 0 pl,

m Si,j_l U7 ,J m m—
< 1
> ( Y EBG - Y E mgu]) <EEY A= 5 X<
i=1 t:Si,j—d—l t=5,; i=1 i=0
Combining all Terms: To get the final high probability bound, we sum the bounds for each term I.-IV.. Then, with
probability greater than 1 — (Tg :’:11 Di)s
1 41og(TA,,) < 2 1 ) log(TA,,)  2E[r]
— X —pj) < ———" 4 =+ — +
m Z ( ¢ MJ) o 3nm, \/g \/Q Nm
teT;(m)
< 41og(TA,,) n 2log(TA,) n 2E[7] .
3N, Noyn, Nyn,

Using the fact that pg = 0 and substituting the other p;’s using the recursive relationship p; = % + 2 Zf;i p; gives,

m—1
3
Nm 2(TAWH+2(pm_2+...+p1)+pm_2+...+p1)
3 3
= =+ 2 +3(Pm2t+ -+
TA, (TAm_l (Pm—2 1))
3 3 3

I
DO
—~

o 43— 4 3(ps et
TA,  TA, _, (TAm_g (Pm—s p1))

Hence, with probability greater than 1 — either j ¢ A, or — ZteT (m) (Xt i) < Wy,

A2 ’
Defining n,,: The above results rely on the assumption that n,, > md, so that only the previous arm can corrupt our
observations. In practice, if d is too large then we will not want to play each active arm d times per phase because we will

end up playing sub-optimal arms too many times. In this case, it is better to ignore the bound on the delay and use the
results from Lemma 1 to set n,, as in (16). Formalizing this gives

ST - - 8 - - - 2
Ny, = Max {mdm7 [Afn <\/ 2log(TA,,) + \/2 log(TA,) + gAm log(TA,) + 4Am]E[T]) —‘ } (20)

Am
2

where d,, = min{d, %} This ensures that if d is small, we play each active arm enough times to ensure that w,, <

for w,, in (19). Similarly, for large d, by Lemma 1, we know that n,, is suffiently large to guarantee w,,, <

from (12). Thus after n,, plays with n,, as in (20), we can conclude that either j ¢ A,, or |)_(m’j — | < AQ"L. O
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D.2. Regret Bounds

We now prove the regret bound given in Theorem 6. Note that for these results, it is necessary to use the bridge period of
the algorithm.

Theorem 6 Under Assumption | and bounded delay Assumption 2, the expected regret of Algorithm 1 is upper bounded
as

A

+ min {d, IOgA(jT) + log(Alj)E[T] })

Proof: For any sub-optimal arm j, define M to be the random variable representing the phase arm j is eliminated in
and note that if Mj is finite, j € Ay, but j & Apz; 1. Then let m; be the phase arm j should be eliminated in, that is

K
ERr]< Y 0 <log(T) +Elr]

J#3"

mj = min{m\Am < %} and note that, from the definition of Am in our algorithm, we get the relations

1 " " A
om — o 20, = A1 > 7J and so,
m

A
5 1)

i< A, <
4_ m]_

Define %Eﬂ ) to be the regret contribution from each arm 1 < 5 < K and let M* be the round where the optimal arm j*is
eliminated. Hence,

r K oo K
E[Rr] = E ngﬁ} = IE[ SN wPme = m}]

Lj=1 m=0 j=1

:E-i S o wPrmr =mi+ Y %g)H{M*:m}}

-m=0 j:m;<m Jjimg>m

:E_i > %g)H{M*m}}Jr]E{i 3 mg)u{M*m}]

-m=0j:m;<m m=0 j:m;>m

L 1L

We will bound the regret in each of these cases in turn. First, however, we need the following results.

Lemma 25 For any suboptimal arm j, if j* € A, then the probability arm j is not eliminated by round m; is,

6

P(M; >m;and M* > m;) < ——
(M; j =z J)fTAgnj

Proof: The proof is exactly that of Lemma 20 but using Lemma 5 to bound the probability of the confidence bounds on
either arm j or j* failing. ([

Define the event F;(m) = {Xm,j* < de — Am} N{j,7* € A} to be the event that arm ;5* is eliminated by arm j in
phase m. The probability of this occurring is bounded in the following lemma.

Lemma 26 The probability that the optimal arm j* is eliminated in round m < oo by the suboptimal arm j is bounded by

6
P(Fj(m)) < @

Proof: Again, the proof follows from Lemma 21 but using Lemma 5 to bound the probability of the confidence bounds
failing. ]

We now return to bounding the expected regret in each of the two cases.
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Bounding Term I. To bound the first term, we consider the cases where arm j is eliminated in or before the correct round
(M; < my;) and where arm j is eliminated late (M; > m;). Then,

E[ i S RwYKM = m}} = E{iiﬁgﬁ)ﬂ{M* > mj}}

m=0 j:m;<m Jj=1

K K
- E{ng)ﬂ{M* > m; YI{M; < mj}} + ]E{ZD%(TJ)H{M* > m YI{M; > m;}

j=1 j=1

) K
B T{M; <my}) + Y EITAI{M® > my, M; > my}]
1 j=1

K

201, ; + > TAP(M; > mj and M* > m;)

j=1

M=

<.
Il

Nk

<.
Il
—

i 6
QAJ'TLm. j —+ TAji,v
s 2
2 TR,

] =

<.
I
—

Jj=1

96
<2Ajnmj7j —+ A]) s

M=

<
1

<.
Il

where the extra factor of 2 comes from the fact that each arm will be played n,,, times by the end of phase m to get the data
for the estimated mean, then in the worst case, arm j is chosen as the arm to be played in the bridge period of each phase
that it is active, and thus is played another n,,, times.

Bounding Term II For the second term, we again use the results from Theorem 2, but using Lemma 33 to bound the
probability a suboptimal arm is eliminated in a later round and Lemma 34 to bound the probability j* is eliminated by a
suboptimal arm. Hence,

E[i > mgz')H{M*:m}}gzK:?fj.

m=0 j:m;>m j=1
Combining the regret from terms I and II gives,

K (480

E[Rr] < A, )
: Aj J J

1

Hence, all that remains is to bound n,, in terms of A;, T and d. Using L, 7 = log(TAm), we have that,

s [51%1 ( \/m + \/2 log(TA,,) + gAm log(TA,,) + 4Am1Emﬂ }

< max {mj(fmj, ’VAi (SLmij + ?Amijj,T + SAij[T]>-‘ }

my

8[~/mj,T I SLan,T T 8}E[T]}
A2 3A,, A,
. 128Lp,, 1 N 32Lpm, 1 N 32E[7]
A? A; A

where we have used (a + b)? < 2(a? + b?) for a,b > 0.

Hence, using the definition of d,, = min{d, %} and the results from Theorem 2, the total expected regret from ODAAF
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with bounded delays can be bounded by,

K

256 log(T 4
E®R] < ) max { min{d, (18)}, (56A°$() + 64E[7] + % + 641og(T) + 2Aj> } (22)
J=1i#5" ! !
K
256 log(T 4 128log(T
< > (56:“;() + 64E[r] + % 1 641og(T) + 24, + min {d, 8%” + 96 log(4/A,)E[7] })
=1 I 7 7

O

We now prove the problem independent regret bound,

Corollary 27 For any problem setup, under Assumption | and bounded delay Assumption 2, the expected regret of ODAF
up to horizon T' using n,, from (20) for a bound d < / &KgT + E[7] on the delay, is upper bounded as

O(\/KTlog(T) + KE|[7]).

Proof: We consider the maximal value each part of the regret in (22) can take. From Corollary 22, the second term is
bounded by

O(min{Kd,/KTlogT + Klog TE[7]}).

For the first term, for some A € (0, 1) and constants C7, Cy > 0 we bound the regret contribution by

: o KCylog(T
S EmI+ Y E[m¥>]gq+‘g()+czkﬁ[f]+:m
FNES) FiA;>A

- C1KlogT
_1/7T ,

which when substituted into the above regret bound gives a worst case regret bound that scales with O(y/ KT log(T') +

KE[r]). Then, for d < /%L + E[r], min{Kd, VKT logT + Klog TE[r]} < KT logT + KE[r]. Hence the
bound in (22) can be bounded by

O(vKTlogT + KE[r] + /KT logT + KE[7]) = O(v/ KT log T + KE|[7]).

We then optimize this with respect to \ to get

E. Results for delay with bounded variance
E.1. High Probability Bounds

Lemma 28 Under Assumption | of known expected value and 3 of known (bound on) expected delay and variance of
delay, and choice of ny, given in (25), the estimates X , obtained by Algorithm I satisfy the following: For any arm j
and phase m, with probability at least 1 — %, either j ¢ A, or

Xj,m —Hj = Am/z

Proof: Let

_ 41og(TA,,) N 21og(TA,,) N 2E[r] + 4V(T).

3N Nyn, Nyn,

(23)

Wm

We first show that with probability greater than 1 — %’fn’ Jj ¢ Ap or Tln ZteTj(m) (Xt — 1) < wpy.
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For any arm 7, phase ¢ and time ¢, define,
Aiv =Ry {1, 7, +t>S:}, Biyr= Ry {15, +t>5:;}, Cit=Ri s lH{m g, +t>U;}

and

m

Q= Z(Ai,tﬂ{sifl,j <t<S;—vig =1} + B J{S; —vim <t <S5 —1}),

=1
i=1

Also let v; = n; — n;_1 be the number of times each arm is played in phase ¢ > 1 where ng = 0. Then, using the
convention Sy = Sy ; = 0 for all arms j, we use the decomposition,

m  Uij m Sii—1 Ui j Ui ;
S5 i) <3 (X Readlrs+ 28504 S R =)= 3 Readlr 0> U
i=1t=S; j =1 t:Si_lyJ tisq‘,,]‘ t:Sm
Si—vi_1—1 Siv.j_l
<> ( > RusMrg +t>S8 4+ > RgMmg +t> S}
=1 t=S;_ 1,5 t=S;—vi_1
Ui, Ui,
+ > Ry, — i) — Y, ResM{mg, +t> Uz‘,j}>
t=S;,; 1=5i;
m  ,Si—vi—1—1 S -1 Ui,j Ui,j
=X At X Bk Y (R 3 )
=1 t:Si_L]’ t=S;—vi_1 t:Siyj t:Si,j
m Ui Sm.,j Unm,j
= Z (Bt,5, — 1 +ZQt ZPt
i=1 =5, =1 =1
m  Uij Sm.j Unm,j
=3 (Reg, =)+ Y (Qr —E[Q:|Ge1]) + Y (P — E[P]Gi 1)) (24)
i=1t=S, ; t=1 t=1
Term 1. Term II. Term IIL.
S7n,j Um.j
+ > E[QiGi1] - > E[P|Gi1],
t=1 t=1
Term IV.

Recall that the filtration {Gs}52, is defined by Gy = {2, 0} and
Gr=0(X1,. . Xe, Ji, oo ey T oo g By - Regy)-

Furthermore, we have defined S; ; = oo if arm j is eliminated before phase ¢ and S; = oo if the algorithm stops before
reaching phase ¢. We will bound each term in turn, however first we need the following results.

Lemma?29 Let Yy = >, (Q: — E[Q:|Gi—1]) for all s > 1, and Yy = 0. Then {Y,}32 is a martingale with respect to
the filtration {G,}32, with increments Z; =Y, — Ys_1 = Qs — E[Qs|Gs—1] satisfying E[Z4|Gs—1] = 0,|Zs| < 1 for all
s> 1.

Proof: To show {Y;}52, is a martingale we need to show that Y; is G;-measurable for all s and E[Y|Gs—1] = Ys_1.
Measurability: We show that A; JI{S;_1; < s < S; —v;_1} + B, J{S; —v;_1+1 < s < §5; j — 1} is G;-measurable for

every i < m. This then suffices to show that Y is G;-measurable since each ) is a sum of such terms and the filtration G
is non-decreasing in s.
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First note that by definition of G, 7 j,, R, j, are all Gs-measurable for ¢ < s. In particular, it is sufficient to show that
Hre g, +5> 8,81 <s<S;—vit+lre g, +5>85;;,8 —viei+1 < s < S; ; — 1} is G;-measurable since
the product of measurable functions is measurable. The first summand is G; measurable since {Si,u < s} € Gs and
{Si=15",5_1; <s}egsforall s € NU{oco}. So the union US,GNU{OO}{TS,JS +5>5,51;<s<s —v,5 =
'y ={1s 5, +5>85;,8_1; <s<S; —v;_1}is an element of G,. The same argument works for the second summand
since {S;; = 5,5, —v;_1 < s} e G, forall s’ € NU {oo}

Increments: Hence, {Y;}52 , is a martingale with respect to the filtration {G, }52 , if the increments conditional on the past
are zero. For any s > 1, we have that

s s—1
Zo=Y.=Yi1 =Y (Qr—E[QiGi1]) = > _(Q — E[Q:|G:1]) = Qs — E[Qs|Gs1].
t=1 t=1

Then,
E[Zs|gs—1] = ]E[Qs - E[Qs|gs—1]|gs—l] = E[Qs|gs—1] - E[Qs‘gs—l] =0

and {Y;}52, is a martingale.

Lastly, since for any ¢ and w € (, there is only one ¢ where one of I{S;_1; <t < S; —v;_1} = lor I{S; — v;—1 +
1<t <8 — 1} = 1 (they cannot both be one), and by definition of R, ;,, A; ., B;+ < 1, and so it follows that
|Zs| = |Qs — E[Qs]Gs—1]] < 1 for all s. O

Lemma 30 Foranyt > 1, let Z; = Q; — E[Q¢|Gi—1), then

Sm,i—1
Z E[Z2|G;—1] < mE[r] +mV(7).
t=1
Proof: Let us denote S” = S, ; — 1. Observe that

S’ S’ S’
ZHﬁMﬂ:ZW@QJSZM@MJ
= t=1 t=1
s’

m 2
Z [(Z A {Si—1; <t < Si—vio1 =1} + B ]{Si —v;_1 <t < S5 — 1})) ’%-1]-

=1

Then all indicator terms I{S;,_1 ; < t < S; —v;_1 — 1} and I{S; — ;-1 <t < S;; — 1} foralli = 1,...,m are
G;_1-measurable and only one can be non zero for any w € 2. Hence, for any 4,7 < m, i # i/,

A {Sio1; <t < Si—vio1 =1} x Ay JJ{Sy—1; <t < Sy —vy_1 —1} =0,
B JJ{Si —vi—1 <t < S;; —1} x By JJ{Sy —vy_1 <t < Sy ; —1} =0,

A I{Si—1; St < S; —vi1 — 1} x By JI{Sy — vy <t < Sy — 1} =0,
A {S; 1 <t <Si—vi1 — 1} x By xI{S; —v;—1 <t <S5, —1} =0.

Using the above we see that

m 2
Z A {81 <t <Si—vi1 — 1} + B J{S; —v;o1 <t <S5 — 1}))

i=1

S/
ZEZ |G—1] S
=1

gt1:|

n
Z AMH{Si—Lj <t< S -y — 12+ Bit]l{Si -V St<S ;- 1}2)‘@—1]

i=1

n
S o/ —
3

Il
Mg uMm i Mm

&
U
N
o~
Il
s

[AitH{Si—l,j <t < S —vim1 — 1}HGi—1]
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m S’

+ 3 S TE[B2I{S: — vi <t < 855 — 1}Gr1]

i=1 t=1
(using that both indicators are G;_1-measurable)
Si—vi—1—1

m m Sij—1
<> SZ EAL (G +>_ > EBLIG-].
i=2 t=S;_1

=1 t:Sifl/ifl

Then, for any ¢ > 2,

Si—vi—1—1 Si—vi—1—1
Z ]E[A?,Jgtfl} = Z E[R?,JtH{Tt,Jt +t> Si}Gi—1]
t=5i-1,j t=Si_1,;
Si—vi_1—1
< Z E[l{r,, +t > Si}|Gi—1]
t=S;_1,;

’
S —Vi71—1

Z Z {S;—1,;=s5,8 =5} Z E[I{r,j, +t> Si}|Gi—1]

s=0 s'=s t=s

! 1
oo oo S —Vi-1—

= Z Z E[I{Si—1,; = 5,5 = Sl,Tt,.]t +t> 5 }Gi—1]

s=0 s'=s t=s
(Since {S;, = ¢, S,-1,; = s} € Gi_1 fort > s)

! 1
oo oo S —Vi—1—

Z E[H{Sifl’j =S, S; = 5177—t,Jt +t> 3/}|gt71]

s t=s

[
Il
o

s/

Sl—l/,;_l—l

]I{Si—l,j = S,Si = S/} Z ]P)(Tt,Jt +t Z S/)

s t=s

(Since {Sz = S/, Si—l,j = S} € Gi_qfort > s)

s=0s'=s l=v;_1+1

< V7],

NE
NE

’

Il
=]

S

S

by Lemma 32 since v; > |E(7)] + 2 for all i. Likewise, for any ¢ > 2,

Si=j71 Si=j71
> EBBRLIG]= Y E[R;Hrig, 41> S35 ]
t=S;i—v;_1 t=S;i—v;_1
;-1
< Z E[{7,s, +t > S j}|Gi—1]
t=S;—vi—1
00 o] s'—1
= Z Z I{S; =s,8;; =5} Z El{r,s, +t > Si;}|Gi—1]
s=v;_1+1ls'=s t=s—v;_1

oo s'—1

S Y EMSi=5,5,=5 7 +t> 5G]

s=vi_1+1s'=st=s—v;_1

(Since {S, ; =¢',S;, =ste G _1fort >s—v;, — 1)

s'—1

i i I{S; =s,8:; =5} Z P(re g, +t>5)

s=v;_1+1s'=s t=s—v;_1
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< Z ZH{S _SS”_S}ZIPT>1

s=v;_1+1s'=s

<E[r]

and for 7 = 1 the derivation simplifies since we need to some over 1 to Sy ; — 1 only. Hence, combining all terms gives the
result. ]

Lemma 31 For A;+, B;; and C; ; defined as in (13), let v; = n; — n;_1 be the number of times each arm is played in
phase i and j! be the arm played directly before arm j in phase i. Then, it holds that, for any arm j and phase i > 1,

Si—vi—1—1
(i) Z E[A;+|Gi—1] < Z (r >1).
t:Srifl,J =
Si,;—1 oo Vi—1
(i) Y E[BidGal< Y Pr=D)+py Y Pr>).
t=S;—v;_1 l=v;_1+1 =0
Ui, Vi1
(iii) > E[Cis|Gia] =p; > Pl >1).
t=5; ; 1=0

Proof: The proof is very similar to that of Lemma 18. We prove each statement individually.

Statement (i): This is similar to the proof of Lemma 30,

Sifl/iflfl Sifl/iflfl
Z E[A;+|Gi-1] < Z E[l{r, s, +t > Si}|Gi—1]
t=S;_1,; t=S;_1,;

s’ —vi_1—1

Z Z ]I{Si—l,j =S, Si = S/} Z E[H{Tt,Jt + t Z Si}‘gt_ﬂ

s=0s'=s t=s

00 oo §—vi_1—1
= Z Z E[l{Si-1,; = 5,8 = 5", 7,7, +t > 5'}|G11]

s=0s'=s t=s

(Since {Sl = S/, Si—l,j = 8} € Gi_qfort > s)
S 71/,;_171

Z {Sic1; =58 =5} >  Plrg,+t>s)

Nt 1M8

s'=s t=s

<Y Sy =sS=5F > Pr>l)
s=0 s'=s l=v;_1+1

= > P>l
l=v;_1+1

Statement (ii): For statement (ii), we have that for (4, j) # (1, 1),
Sii—1 Si,j—vi-1 Sig 1
> EBuGa)= Y. EBiGal+ > E[BidGi)
t=S;—v;_1+1 t=S;—v;_1—2 t:Si.’jfl/iflfl

Then, since{S; ; = s’} N {S; — v;_1 < t} € G;_1 so we can use the same technique as for statement (i) to bound the first
term. For the second term, since we will only be playing arm j; for S; ; —v;—1 —1,...,.5; j — 1, so,

> EBiGial= Y. E[R,I{mg, +t>Si;}Ge ]

t:Si=j7Ui7171 t:Si’]‘fl/iflfl
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s—1

=Y KSij=s} > ER,{r +t>58;}G ]
s=0

t:.Sfl/iflfl

= Z Z E[R¢, 7, 1{Si; = s, 71,7, +1 > Si j}Ge—1]
(Since {S; ; = ', ; —vic1 <t} €Gi1)

=> > E[R,I{Si;=s7 +1>s}G]

s=0t=s—v;_1—1
s—1

= ZH{SZ’] = S} Z /J/j{]PJ(Tt,Jt + t Z S)
s=0

t=s—v;_1—1

(Since {S; ; = s} € G,_1 fort > s —v;_1 — 1 and given G;_1, R, ;, and 7 j, are independent)

Vi—1

=Y Si; =shuy Y B(r>1)
s=0 =0

Vi—1
1=0
Then, for (i, j) = (1,1), the amount seeping in will be 0, so using vy = 0, py, = 0, the result trivially holds. Hence,
Sij—1 0o Vi1
> EBidGial < Y Plr D)4y Y P(r>1).
t=S;—v;—1+1 l=v;_1—1 =0
Statement (iii): This is the same as in Lemma 18. O
Lemma 32 Foranya > |E[7]] +1, a €N,
> V(r
P(r>1)<
2P0 <
Proof: For any b > a, b € N, and by denoting £ = |E(7)],
b b b—¢
DNPr>l) =) Plr—£>1-8)= Y Pr-£>1)
l=a l=a l=a—¢
b—¢ b—£—1
1
< VZ(QT ) <vi(r) T
l=a—¢ l=a—¢&—1 ( + )
b—E—1
1 1
=V (z T )
l=a—¢&—1 +
1 1
— V —
Ot 5e)
Hence, taking b — oo gives
S 1
Pir>1) <V
> P21 < Vi)

‘We now bound each term of the decomposition in (24) in turn.
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Bounding Term L.: For Term I., we can again use Lemma 19 as in the proof of Lemma 1 to get that with probability

!
greater than 1 TA

m

m  Uij

S 3 (B - py) < ) " 0BT A)

i=11t=8; ;

Bounding Term II.: For Term II., we will use Freedmans inequality (Theorem 10). From Lemma 29, {Y,}52, with
Y, = > (Q:—E[Q:|G;—_1]) is a martingale with respect to {G } 22, with increments { Z, } 22 satisfying E[Z4|G_1] = 0
and Z, < 1 for all s. Further, by Lemma 30, °;_, E[Z2|G,_1] < mE[r] + mV(7) < 2" (E[7] + V(7)) < n,,/8 with

probability 1. Hence we can apply Freedman’s inequality to get that with probability greater than TR
Sm,j 00
’ 2 ~ 1 ~
> (Q —EQi[G1)) = Y I{Sm,; = s} x Yo < S10g(TAp) + 1/ 2 log(TA),
t=1 s=1

using that Freedman’s inequality applies simultaneously to all s > 1.

Bounding Term IIl.: For Term III., we again use Freedman’s inequality (Theorem 10), but using Lemma 16 to show that
{Y/}ee, with Y/ = >0, (P — E[P;|G;—1]) is a martingale with respect to {G, } 52, with increments {Z/}52 ; satisfying

E[Z!|Gs—1] = 0 and Z. < 1 for all s. Further, by Lemma 17, "}, E[Z?|G;_1] < mE[r] < n,,/8 with probability 1.
Hence, with probability greater than 1 —

s
m

Um, J oo

’ 2 . 1 ~
> (P —E[P|Gia]) = > HUp,; =s} x Y] < 3108(TAy) + 1/ cnm log(TAy).
t=1 s=1

Bounding Term IV.: To begin with, observe that,

Som,; Un

Z E[Q¢|G: 1] EPt|gt 1]
t=1 =1

t

Sim.j
E{Z it X H{Sio1,; <t <Si—vi1 =1} + By x{S; —v;m1 <t <S5 —1}) gt1:|
t=1 i=1
— Z ]E[ZC” x I{S;; <t <U;} gtl]
m an,j
= Z E[A; s x I{S;—1; <t < Si —vi1 — 1}G 1]
i=1 t=1
m Sm,,j
+ Z Z E[B;s x I{S; —vi—1 <t <8 ; — 1}Gi1]
i=1 t=1
m Um,,j
- Z E[Ci x I{S;; <t <U; ;}|Gt—1]
i=1 t=1
m ,Si—vi—1—1 Sii—1 Ui,j
-y ( S EAGal+ Y EBigia]- Y. ECiG. ])
=1 t:Siflﬁj t:Sifl/ifl t:Si,J'
(using that the indicators are G; _1-measurable)
L (2V(7) —
SZ(Tl +/LJ‘1{Z (r>1) MJZPT>Z
i=1 1=0
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by Lemma 31 and Lemma 32 using the fact that v;,_; — E[7] > 2/A;_,E[r] — E[r] > 2/~'E[r]. Then, the probability that
either arm j/ or j is active in phase ¢ when it should have been eliminated in or before phase ¢ — 1 is less than 2p;_1, where
p; is the probability that the confidence bounds for one arm hold in phase ¢ and py = 0. If neither arm should have been
eliminated by phase i, this means that their mean rewards are within A;_; of each other. Hence, with probability greater
than 1 — 2pi—1,

pi Y P(r>1)—p; Yy P(r>1) <A > P(r>1) < A Elr].
1= =0

1=0
Then, summing over all phases gives that with probability greater than 1 — 2 ZZ 0 pl,

Sm, Unm,j

—

BRG] £ 2V(0) Y g + B Y B = (V) + i) 3
1 =1 i=1 =0
< 4V(7) + 2E[7].

E[Q+|Gt—1]
1

t= t=

Combining all terms: To get the final high probability bound, we sum the bounds for each term 1.-IV.. Then, with
probability greater than 1 — ( Tg Zr:ll p;), either j ¢ A,, or

1 L _4log(TA,,) (2 1Y\ [log(TA,) 2E[r]+4V(r)
e 2 Xim) (5 y

™ teT;(m) 3nm rm
< 41og(TA,) n 2log(TA,) n 2E[7] + 4V(7) —w,.
Snrrn nm nm

Using the fact that py = 0 and substituting the other p;’s using the same recursive relationship p; = % +2 Zf;% p; as

in the case for bounded delays (see the proof of Lemma 5) gives, p,, = so the above bound holds with probability

_3
TAZ,

3
greater than 1 — —=--.

m

Defining n,,: Setting

2
Ty = [512 (1 [210g(TA,,) + \/ 2log(TA,,) + gAm log(TA,,) + 47, (E[r] + 2V(T))> W . (25)
ensures that w,,, < 52”* which concludes the proof. |

E.2. Regret Bounds

Theorem 8 Under Assumption 1 and Assumption 3 of known (bound on) expected delay and variance of delay, and choice
of Ny, from (7), the expected regret of Algorithm | can be upper bounded by,

ERr] < Y O(lOgA(T)—I—E[T]—i-V(T)).

J=LpyAp* J

Proof: The proof is very similar to that of Theorem 2, however, for clarity, we repeat the main arguments here. For any
sub-optimal arm j, define M to be the random variable representing the phase arm j is eliminated in and note that if M is

finite, j € Az, but j € Apg;+1. Then let m;; be the phase arm j should be eliminated in, thatis m; = rnin{m|Am < %}
and note that, from the new definition of A,,, in our algorithm, we get the relations

(26)
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Define %(Tj ) o be the regret contribution from each arm 1 < 5 < K and let M * be the round where the optimal arm j*is
eliminated. Hence,

E[Rr] = E -img)} - E[ i imgﬁﬂ{M* — m}]

Lj=1 m=0 j=1
=E| Y Y w@mr=mi+ Y w’Pimr = m}}
-m=0 j:m;<m jm;>m

:E-i 3 m(Tj)]I{M*:m}}HE[i > m§i>ﬂ{M*:m}]

-m=0j:m;<m m=0 j:m;>m

We will try to bound the regret in each of these cases in turn. First, however, we need the following results.

Lemma 33 For any suboptimal arm j, if j* € Ap,;, then the probability arm j is not eliminated by round m; is,

6
P(M; >m;and M* > m;) < ——
(M; j =z ])7TA$,”

Proof: The proof is exactly that of Lemma 20 but using Lemma 28 to bound the probability of the confidence bounds on
either arm j or j* failing. O

Define the event Fj(m) = {X,, j+ < Xomj — A} N {4, §* € An} to be the event that arm j* is eliminated by arm j in
phase m. The probability of this occurring is bounded in the following lemma.

Lemma 34 The probability that the optimal arm j* is eliminated in round m < oo by the suboptimal arm j is bounded by

6
P(Fj(m)) < TAZ

Proof: Again, the proof follows from Lemma 21 but using Lemma 28 to bound the probability of the confidence bounds
failing. (]

We now return to bounding the expected regret in each of the two cases.

Bounding Term I.  As in the proof of Theorem 2, to bound the first term, we consider the cases where arm j is eliminated
in or before the correct round (M; < m;) and where arm j is eliminated late (A; > m,). Then, using Lemma 33,

E[ i S wPmr = m}} < EK: (2Ajnmj7j + 26)

m=0 j:m;<m j=1

Bounding Term II For the second term, we again use the results from Theorem 2, but using Lemma 33 to bound the
probability a suboptimal arm is eliminated in a later round and Lemma 34 to bound the probability j* is eliminated by a
suboptimal arm. Hence,
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Hence, all that remains is to bound 7., in terms of A;, T and E[7], V(7). Using L,,, 7 = log(TA,,), we have that,

1 _ - - - - 2
s = [ 2 (V2108(T B0+ 2108(T80) + 5 B0 log(T ) + 40 (81r] + 2007 ) |

1 16 + ~ ~
IVAQ ( Lmj,T + ?AmJ Lmj,T + SAmJE[T] + 16AmJV(T)>

mj

A?m 3Am.7‘ Am]. Am;]‘
128L,, 7  32Lpm, v 32E[r]  64V(7)
<1 Jo 7 .
=7 AF " A " A " A

IN

1+

where we have used (a + b)? < 2(a? + b?) fora,b > 0.

Hence, the total expected regret from ODAAF with bounded delays can be bounded by,

K

I 4

] <3 (2980 4 6apin 1 aosv(n) + 20 4 patog(r) + 24, ).
= A A

O

Corollary 9 For any problem instance satisfying Assumptions I and 3, the expected regret of Algorithm [ is upper bounded

as
E[Rr] < O(\/KTlog(T) + KE[r] + KV(7)).
Proof: For some A € (0,1) and constants C7, Cy > 0 we bound the regret in the previous theorem by

KClog(T)

B+ KCy(Elr] + V(7)) + T

Epr) < Y ERY]+ Y EmY)) <

JiAG <A JiA;>A

5\ KCilog(T)
= HiT ,

which when substituted into the above regret bound gives a worst case regret bound that scales with O(y/ KT log(T') +
K(E[r] +V(1))). |

We then optimize this with respect to \ to get

F. Additional Experimental Results

Here we investigate the effect of increasing the mean delay on both our algorithm and QPM-D (Joulani et al., 2013) and
demonstrate that the regret of both algorithms increases linearly with E[7], as indicated by our theoretical results. We use
the same experimental set up as described in Section 5. In Figure 5, we are interested in the impact of the mean delay
on the regret so we kept the delay distribution family the same, using a N (1, 100) (Normal distribution with mean g,
variance 100, truncated at 0) as the delay distribution. We then ran the algorithms for increasing mean delays and plotted
the ratio of the regret at T to the regret of the same algorithm when the delay distribution was A7 (0,100). In this case,
the regret was averaged over 1000 replications for ODAAF and ODMAAF-V and 5000 for QPM-D (this was necessary since
the variance of the regret of QPM-D was significant). Here, it can be seen that increasing the mean delay causes the regret
of all three algorithms to increase linearly. This is in accordance with the regret bounds which all include a linear factor of
E[7] (since here log(T') is kept constant). It can also be seen that ODMF-V scales better with E[7] (for constant variance).
Particularly, at E[7] = 100, the relative increase in ODMF-V is only 1.2 whereas that of ODAAF is 4 (QPM-D has the best
relative increase of 1.05).
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4
—— ODAAF
3] —— ODAAF-V
—— QPM-D
o 2]
[%)]
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-
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o
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Mean Delay (E[T])

Figure 5: The relative increase in regret at time 7 = 250000 for increasing mean delay when the delay is N with variance
100.
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