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a b s t r a c t

Experimentation in scientific or medical studies is often carried out in order to model the
‘success’ probability of a binary random variable. Experimental designs for the testing of
lack of fit and for estimation, for data with binary responses depending upon covariates
which can be controlled by the experimenter, are constructed. It is supposed that the
preferred model is one in which the probability of the occurrence of the target outcome
depends on the covariates through a link function (logistic, probit, etc.) evaluated at a
regression response — a function of the covariates and of parameters to be estimated
from the data, once gathered. The fit of this model is to be tested within a broad class of
alternatives over which the regression response varies. To this end, the problem is phrased
as one of discriminating between the preferred model and the class of alternatives. This, in
turn, is a hypothesis testing problem, for which the asymptotic power of the test statistic is
directly related to the Kullback–Leibler divergence between the models, averaged over the
design. ‘Maximin’ designs, whichmaximize (through the design) theminimum (among the
class of alternative models) value of this power together with a measure of the efficiency
of the parameter estimates are also constructed. Several examples are presented in detail;
two of these relate to amedical study of fluoxetine versus a placebo in depression patients.
The method of design construction is computationally intensive, and involves a steepest
descent minimization routine coupled with simulated annealing.

© 2009 Elsevier B.V. All rights reserved.

1. Introduction

Experimentation in scientific or medical studies is often carried out in order tomodel the ‘success’ probability of a binary
random variable Y . See, for instance, Ten Have and Morabia (2002), Dascalu et al. (2008) or Leisenring et al. (2000). In such
models, this probability is typically expressed through a certain ‘link’ function F applied to a linear or nonlinear regression
function depending on given covariates and unknown parameters:

P (Y = 1|x) = F (µ (x)) . (1)

Here F is a fixed cumulative distribution function (c.d.f.). Some common links are the N(0, 1) c.d.f. F(t) = Φ (t) (‘‘probit
analysis’’) and F(t) = L (t) = 1/

(
1+ e−t

)
(‘‘logistic analysis’’). The regression function is given by

µ (x) = η (x|θ) , (2)

where the form of η (·|θ) is known but the parameter vector θ must be estimated. When µ (x) is linear in the parameters
we write η (x|θ) = zT (x) θ for a known row vector zT (x) of functions of the covariates.
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Studies such as these can involve delicate issues of design and of robustness. Here ‘design’ refers to the choice of the levels
of the covariates, and such choices might be dictated by a desire to optimize a particular loss function — the variance of the
estimates, for instance. There is a rich literature on design for binary data — see for instance Abdelbasit and Plackett (1983)
and more recently Woods et al. (2006). The latter article also discusses some robustness aspects, and proposes to optimize
a loss function after averaging over a finite set of competing models, differing with respect to, for instance, the assumed
parameter values, or the assumed link. Biedermann et al. (2006) also consider robustness against finite sets of competing
link functions. Robustness against full neighbourhoods of competingmodels is the focus of Adewale andWiens (2009), who
design to minimize the mean squared error of the predictions, after maximizing over a class of regression functions of the
form µ (x) = zT (x) θ+ g (x), with g (·) free to vary.
Underlying all such studies is the conviction that a particular model specified by (1) and (2) is at least approximately

appropriate. This raises the issue of lack of fit testing, and of designs to aid in the efficient implementation of such tests. For
instance Fang et al. (2008) entertain the model

E [Y |x] = α + β log x, (3)

in a study of drug synergy. They phrase the problem of the presence, or absence, of synergy as one of lack of fit of (3), and go
on apply results ofWiens (1991) to construct robust designs for the testing of the fit. They assumenormal, additive errors and
consider competing responses α+β log x+g(x), with g (·) varying but bounded away from 0. Themethods inWiens (1991)
have recently been extended in several directions — see Biedermann and Dette (2001) and Bischoff and Miller (2006a).
The response variable Y in (3) is not binary. There is a dearth of published work on design for testing of lack of fit in

binary models, and it is the purpose of this article to fill this gap in the literature. The designs presented here are optimal
with respect to the maximization of a combination of two criteria. The first is the power of the test of fit of models specified
by (1) and (2), and to this end we attain robustness within a large class of alternate models in which

µ (x) = η (x|θ)+ g (x) , (4)

with g (·) free to vary over a class specified in (5) below. The interpretation is that the investigator hopes to fit (2), and is
willing to do so if the fit is reasonably adequate; he is however unable or unwilling to state an alternative to any degree
of precision, and so will entertain a broad class of competing models. Indeed, he may intend to carry out a range of tests
of fit, each against a specific alternative, and wish to be assured of a reasonable lower bound on the power of these tests.
The second criterion is the determinant of the Fisher information matrix of the design, evaluated at the null response (2);
larger values of this determinant imply more efficient estimates of the parameters of this model, should the test lead to its
acceptance.

2. Designs for detecting lack of fit and for efficient parameter estimation

We phrase the question of possible lack of fit as a discrimination problem, viz. a problem in which one must choose
between onemodel – themodel which the experimenter is inclined to fit and use – and an arbitrarymember of a competing
class of models.
The experimenter will observe n =

∑N
i=1 ni binary responses

{
Yij|j = 1, . . . , ni, i = 1, . . . ,N

}
. The Yij are independent,

Bernoulli random variables whose expectations depend on covariates xi, chosen from a ‘design space’ S = {xi}Ni=1, through a
link F , as in (1).We denote by F̄ = 1−F the complementary d.f. corresponding to F and by f the density. Thus the probability
mass function is

p (y|µ (x)) = F y (µ (x)) F̄ 1−y (µ (x)) , y ∈ {0, 1} .

We denote by ξ the design measure placing mass ξi = ni/n ≥ 0 at xi.
We suppose that the experimenter hopes to fit (2). This is to be contrasted with the regression function (4), where g (·)

is an arbitrary member of a class

G =

{
g (·) |

∑
ξi>0

g2 (xi) ≥ τ 2,
N∑
i=1

η̇ (xi|θ) g (xi) = 0

}
. (5)

Here η̇ denotes the q× 1 gradient obtained by differentiation with respect to the q parameters in θ.
The statistical problem is now one of testing

H : µ (x) = µ0 (x)
def
= η (x|θ) ,

versus

K : µ (x) = µg (x)
def
= η (x|θ)+ g (x) .

The inequality in the definition of G ensures a reasonable separation between the postulated and competing models,
and embodies the notion that the null model should be accepted if it is ‘approximately correct’. The second ensures the
identifiability of the parameters, and can be attained by defining
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θ = argmin
β

N∑
i=1

{µ (xi)− η (xi|β)}2 , (6)

and then setting g (x) = µ (x)− η (x|θ).
If the parameters are completely specified under each hypothesis, the – most powerful – Neyman–Pearson test of H vs.

K rejects for large values of R =
∑
i,j Rij, where

Rij = 2 log

{
p
(
yij|µg (xi)

)
p
(
yij|µ0 (xi)

)} .
Under the large-sample approximation to the distribution of R given in Wiens (in press - a), the power of the test is
maximized by the design maximizing

EK [R] = 2n ·D (g; ξ) ,
where

D (g; ξ) =
N∑
i=1

I
(
µ0 (xi) , µg (xi)

)
ξi,

and

I
(
µ0 (x) , µg (x)

)
= EY |µg (x)

[
log

{
p
(
Y |µg (x)

)
p (Y |µ0 (x))

}]

= F
(
µg (x)

)
log

{
F
(
µg (x)

)
F (µ0 (x))

}
+ F̄

(
µg (x)

)
log

{
F̄
(
µg (x)

)
F̄ (µ0 (x))

}
.

The quantity I
(
µ0 (x) , µg (x)

)
is the Kullback–Leibler divergence, measuring the information which is lost when

p (y|µ0 (x)) is used to approximate p
(
y|µg (x)

)
. Specifically, the asymptotic power of the size α test, against contiguous

alternatives, is

P (g; ξ) = Φ
(√
2nD (g; ξ)− zα

)
,

where zα = Φ−1 (1− α). One measure of the quality of the design ξ is the minimum power of the test, for alternatives in
G.
Designs whose sole purpose is to assess fit, tend to place all of their mass at the points at which the null and alternate

responses are most different, and so are typically poor for parameter estimation if the model is accepted. Thus, we shall aim
as well for efficient estimation at the null model, as measured by large values of the determinant of the Fisher information
matrix:

Mq×q (ξ) =
N∑
i=1

η̇ (xi|θ) {v (µ0 (xi)) ξi} η̇T (xi|θ) ,

where

v (t) =
f 2 (t)
F (t) F̄ (t)

.

We define the estimation efficiency of a design ξ by

E (ξ) =
|M (ξ)|1/q

max
ξ
|M (ξ)|1/q

. (7)

Forω ∈ (0, 1)we then define the ‘efficacy’ – a combination of theminimum power, as g varies over G, and of the estimation
efficiency – by

W (ξ) = (1− ω)min
g∈G

P (g; ξ)+ ωE (ξ) . (8)

We go on to construct ‘maximin’ designs ξ∗ which maximize this measure:
ξ∗ = argmaxW (ξ) .

An outline of the procedure is as follows:

Initialization: All problems of design in nonlinear models must address, in one way or another, the issue that the criterion
to be optimized depends on the unknown parameters, so that a design must be tailored to assumed values of
these parameters. Here, we address this issue by first taking a ‘‘working response’’ µ (x), and then defining θ by
(6). Several possibilities for choosing a working response are explored in Section 5.
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Minimization: For a candidate design ξ , we minimize P (g; ξ) over G by employing a steepest descent algorithm
programmed in Matlab; the code for this and the other steps is available upon request.

Maximization: We maximize the efficacyW (ξ) over designs ξ by simulated annealing — see, e.g., Fang and Wiens (2000)
or Adewale and Wiens (2006).

Some mathematical details relevant to the minimization step are given in the next section, and a precise description of
the annealing algorithm is in Section 4 (where, as well, the ‘tuning parameters’ referred to in the captions of the figures are
defined). The denominator maxξ |M(xi)|1/q in the definition (7) of the efficiency is obtained by first running the programme
with both ω and this denominator set equal to unity, so that the resulting value maxW (ξ) = max E (ξ) is the desired
quantity.

3. Minimization of Kullback–Leibler divergence

For a given design ξ , with s distinct points of support, let g1 denote the s × 1 vector with elements g (xi) for which
ξi > 0. Denote by g2 the (N − s) × 1 vector of remaining elements. Then the minimization step can be phrased as that of
minimizing

D (g1; ξ) =
∑
ξi>0

I (µ0 (xi) , µ0 (xi)+ g (xi)) ξi,

subject to ‖g1‖ ≥ η. To verify this, we need only show that g2 can then be defined in such a way that the orthogonality
constraint in (5) holds. Let U be the N × q Jacobian matrix with ith row η̇T (xi|θ). Then if U1 consists of the rows of U for
which ξi > 0, and U2 consists of the remaining rows, the orthogonality constraint is

UT1g1 + U
T
2g2 = 0;

this can be satisfied by defining

g2 = −U2
(
UT2U2

)−1 UT1g1,
as long as

rank (U2 : (N − s)× q) = q. (9)

We check (9) numerically.
The minimization of D (g1; ξ) is the hardest and most time consuming step of the maximin process. The problem is

potentially of quite high dimension, and it appears that there are many local minima. After trying, with little success, to
use a standard constrained minimization routine, we settled instead on a simpler but relatively stable steepest descent
algorithm. If g(0)1 is the current value, then the next is

g(1)1 (λ) = g(0)1 − λ
ḋ
(
g(0)1 ; ξ

)
∥∥∥ḋ (g(0)1 ; ξ)∥∥∥ ,

where ḋ denotes the gradient ofD (g1; ξ)with elements

di = f
(
µg (xi)

)
log

{
F
(
µg (xi)

)
F̄ (µ0 (xi))

F (µ0 (xi)) F̄
(
µg (xi)

)} .
Starting with a randomly chosen, sufficiently large trial value λmax of λ, we compute g

(1)
1 (λmax), g

(1)
1 (λmax/2), g

(1)
1 (λmax/4),

g(1)1 (λmax/8), stopping the first time there is a decrease in the objective function, and the constraint on the norm is satisfied. If
these are not both achieved then we set g(1)1 = g

(0)
1 . In any event, we then replace g

(0)
1 by g

(1)
1 and repeat this descent step 10

times. Note that even if an improved g1 is not found in one iteration, so that the next iteration starts at the same trial value
as the preceding one, the new, random λmax can still result in an improvement in the next iteration.
To be reasonably satisfied that a (near) global minimum is being found, we run the entire process described above 50

times, from different randomly chosen starting points g(0)1 . This, combined with the large number of minimizations called
for by the simulated annealing, makes the entire procedure quite resource intensive.

4. Simulated annealing

The simulated annealing algorithm is described below. We denote by T a ‘temperature’ parameter.

Step 1 Choose an initial design. The first time this step is carried out, the initial design consists of q points chosen at random
from S and assigned randomly chosen masses n1/n, . . . , nq/n. In subsequent stages we ‘restart’, i.e. if Step 2 has
already been carried out at least once then in Step 1 the initial design is the best design found up to this point.
ComputeW (ξ) for the initial design.
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Step 2 Carry out the following, until L new designs have been tested without any improvement:
2a Choose, at random, one of the points xi ∈ S for which ni > 0; reduce this ni by 1 and reassign the mass to one of
the N points in S, again chosen at random. Let ξ′ be the resulting design. ComputeW

(
ξ′
)
.

2b If ∇W = W
(
ξ′
)
− W (ξ) > 0 then the new design ξ′ is accepted (and relabelled ξ). Otherwise, it is accepted

with probability e∇W/T .
Step 3 Lower the temperature: T ← .9T ; repeat Steps 1 and 2. Continue lowering the temperature until the ‘improvement

rate’ — the fraction of improved designs found, at a fixed temperature, drops below 1/L and there have been at least
50 changes of temperature.

A sequence of such trials at a fixed temperature is termed a ‘stage’, and the entire sequence of stages is termed a
‘run’. Despite the annealing effect, runs sometimes seem to stall at local maxima. Thus, we repeat the runs until satisfied
that no further progress can be made. The acceptance rate increases with temperature, and within each run the initial
temperature Tinit is set at a value such that, in the first stage, about half of all states are accepted.

5. Examples

In each of the following examples the link is logistic: F(t) = L(t) =
(
1+ e−t

)−1; each could as easily be carried out
using other links. In each case we take α = .05 and ω = .5. Each example illustrates one method of obtaining a ‘‘working
response’’. For more discussion of this point see Tekle et al. (2008) for binary longitudinal models and Wiens (in press - b)
for general nonlinear regression models.

Example 1. Rosenberger et al. (2001), in a study of adaptive design for binary models, revisit a study carried out by Tamura
et al. (1994). The response Y indicates the achievement (Y = 1) or not (Y = 0) of a 50% reduction in ameasure of depression
based on the Hamilton Depression Scale. A purpose of the study is to compare a treatment (fluoxetine, indicated by the
covariate T = 1)with a placebo (T = 0). A further covariatewas ‘age at baseline’ Z ∈ {30, 31, . . . , 75}. Thus,with x = (t, z)T
we have

S = {xi}92i=1 = {(0, 30) , . . . , (0, 75) , (1, 30) , . . . , (1, 75)} .

A first logistic regression (Rosenberger et al., 2001) yielded the equation P (Y = 1|x) = L (µ (x)), with

µ (x) = 2.3262− 6.2646t − 0.1051z + 0.2057tz. (10)

Rosenberger et al. (2001) go on to contrast this with the simpler model in which the interaction term is dropped. In our
notation, a design to test the adequacy of the fit of the simpler model is initialized by taking

µ0 (x) = η (x|θ) = θ0 + θ1t + θ2z,

with θ determined by (6). This is obtained by regressing {µ (xi)}92i=1 on regressors
{(
1, xTi

)}92
i=1, yielding

θ = (−3.0734, 4.5347,−0.0023)T .

Wetaken = 40, τ = 5. The compromise (ω = .5) design is illustrated in Fig. 1. Specifically, the design points and frequencies
(when these exceed unity) are:

T Z Totals

0 32, 34(2), 48(2), 66, 71 7
1 31(16), 70(2), 71(10), 72(3), 73, 75 33

The design which attains maximum efficiency 1.00 (but a minimum power of only .220) places all observations at the
corners: (T , Z) = {(0,30)(9), (0,75)(6), (1,30)(12), (1,75)(13)}. The design with maximin power ming∈G P (g; ξ∗) = .994, is
degenerate – (T , Z) = (1, 42)(40) – hence has a singular covariance matrix and an efficiency E (ξ∗) = 0. The compromise
design has both reasonable power against all alternatives and high efficiency, while also affording the opportunity to fit
alternate models with more than q parameters.

Example 2. We continue Example 1, and design to test the fit of the response with µ0 (x) given by (10). For n = 40, τ = 5
the design is illustrated in Fig. 2 and is given by

T Z Totals

0 32(11), 34, 45, 56(6) 19
1 31(12), 42(8), 58 21

Here, the design which attains maximum efficiency (and minimum power of .281) has five points of support (two of them
clustered), with none at the highest values of Age: (T , Z) = {(0,30)(10), (0,51)(10), (1,30)(10), (1,57)(8), (1,58)(2)}. The
degenerate, maximin power design from Example 1 has maximin power of 1.00 in this case.
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Fig. 1. Optimal design (left) and least favourable g ∈ G (right) for Example 1; n = 40, τ = 5. Tuning parameters were L = 1000, Tinit = .05. Efficacy is
W (ξ∗) = 0.765; this is the average of the minimum power ming∈G P (g; ξ∗) = 0.690 against alternatives in G, and the efficiency E (ξ∗) = 0.841 if fitting
the null model.

Fig. 2. Optimal design (left) and least favourable g ∈ G (right) for Example 2; n = 40, τ = 5. Tuning parameters were L = 1000, Tinit = .05. Efficacy is
W (ξ∗) = 0.783; this is the average of the minimum power ming∈G P (g; ξ∗) = 0.835 against alternatives in G, and the efficiency E (ξ∗) = 0.731 if fitting
the null model.

Example 3. In this example the regression responseµ (x) is nonlinear.We suppose that the data are hypothesized to follow
a modified Michaelis–Menten response model:

P (Y = 1|x) ≈
xα

β + xα
,

and that P (Y = 1|x) = .5 corresponds to xα = β ≈ 4. The experimenter wishes to do a simpler, logistic, analysis andwrites

xα

β + xα
= L (η (x|θ)) ,

for

η (x|θ) = L−1
(
xα

β + xα

)
= log

xα

β
.

The experimenter also believes α ≈ 1. Thus the fit of µ0 (x) = η
(
x|θ = (4, 1)T

)
= log x4 is to be tested. We take n = 20,

τ = 2, S = {2.0, 2.1, . . . , 4.9, 5.0}. Setting ω = 0 in (8) yields the degenerate design 4.0(20) maximizing the minimum
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Fig. 3. Optimal design (left) and least favourable g ∈ G (right) for Example 3; n = 20, τ = 2. Tuning parameters were L = 1000, Tinit = .01. Efficacy is
W (ξ∗) = 0.839; this is the average of the minimum power ming∈G P (g; ξ∗) = 0.726 against alternatives in G, and the efficiency E (ξ∗) = .953 if fitting
the null model.

power; it has ming∈G P (ξ∗; g) = .976. The design {2.0(10), 5.0(10)}which divides the mass equally between the endpoints
has maximum efficiency andming∈G P (ξ∗; g) = .664. The compromise design, illustrated in Fig. 3, is {2.0(11), 4.8(9)}, with
ming∈G P (ξ∗; g) = .726 and E (ξ∗) = .953, hence efficacyW (ξ∗) = .839.

6. Discussion

We have derived and implemented methods for the construction of experimental designs, for binary data dependent
upon chosen covariates. These designs optimize an efficacy measure, which is a weighted average of the asymptotic power
of theNeyman–Pearson test for discriminating between the nullmodel and a class of competingmodels, and of the efficiency
for the estimation of the parameters from the null model, should this model be chosen.
The designs achieve robustness against misspecified regression functions. Of course other forms of robustness could be

sought; as a case in point a reviewer of an earlier version of this work suggested robustness against a misspecified link
function. This is an important but difficult problem which we are currently investigating in a broader context.
Another contentious point is the dependence, through the working response, on assumed values of the parameters. As

stressed in the examples, these values would normally be chosen by an experimenter who is informed by the science
underlying the study. A more formal approach, numerically even more complex than is implemented here, would be
to endow the working response with a neighbourhood structure similar to (5), and to minimize the power over both
neighbourhoods. See Huber and Strassen (1973, with correction 1974) for the theory of Neyman–Pearson testing in this
context.
The criterion (8) is intuitively appealing but somewhat arbitrary. Another anonymous referee has suggested an alternate

approach, as studied by Bischoff and Miller (2006a,b,c) and Bischoff (2008). This consists of maximizing the estimation
efficiency subject to a lower bound on the (minimum) power of the lack of fit test. We agree with this referee’s comments
that this procedure,while difficult to implement in ourmaximin context, could perhaps be approximatedmerely by choosing
ω appropriately, so as to attain a satisfactory minimum power.
It is not necessary for an application of these designs that one have in mind carrying out the Neyman–Pearson test. We

have chosen to optimize for this particular test because of its known optimality, and because its power depends upon a
quantity – the Kullback–Leibler divergence – which is a generally appreciated measure of model discrepancy. The designs
presented here can be expected to perform well in conjunction with other tests of fit — see for instance those discussed in
Capanu and Presnell (2008).
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