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The M/M/s queueing model assumes arrival rates, service rates, and number of servers to be
constant in time. It is straightforward to extend the model to allow a time-varying arrival rate
and a time-varying service rate, and the resulting models can be solved numerically using standard
solvers for ordinary differential equations. The extension to a time-varying number of servers
requires consideration of the behavior of a server that is providing service when scheduled to leave.
Past work has (implicitly or explicitly) assumed a pre-emptive discipline, where the customer rejoins
the queue. We demonstrate how to model an exhaustive discipline that is often more realistic, where
servers complete their current service before leaving. We discuss how to compute the virtual waiting
time distribution for this model and outline its extension to incorporate customer abandonments.

1. Introduction

The M/M/s (or Erlang C) model is possibly the most commonly used queueing model. It cap-

tures randomness in arrivals and service times, it allows the number of servers to be greater than

one, and its steady-state solution is tractable and well understood. When the assumption of time

homogeneity is relaxed, the model becomes less tractable, but can nevertheless be solved numeri-

cally. The three model components that are assumed constant in the M/M/s model but often vary

with time in reality are the arrival rate λ, the service rate µ, and the number of servers s. Relax-

ing the time-homogeneity assumptions involves appropriately modifying the Chapman-Kolmogorov

forward differential equations that define the evolution of the system and solving these equations

numerically.

The most straightforward modification is to allow the arrival rate to vary with time. This

only requires replacing the constant λ in the forward equations with an appropriate function λ(t).

Standard differential equation solvers can then be used to solve the equations numerically. Koopman

(1972), Bookbinder and Martell (1979), Green, Kolesar, and Svoronos (1991), and Davis, Massey,

and Whitt (1995) are among the researchers who have used this approach.
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Computationally, it is equally straightforward to replace the constant service rate µ with a

time-varying function µ(t), but the practical implications are not as clear as in the case of the

arrival rate. A time-varying service rate causes the conditional probability of completing service

in (t, t + δ) (where δ is small) for any customer receiving service at time t to be the same, but

this probability can vary with t. Importantly, this is not the same as assuming that a customer

that arrives at time t will have an exponentially distributed service time with mean 1/µ(t) – an

assumption that could be reasonable when the mix of customers (and their service needs) changes

over time. Rather, the distribution of the service time of a customer that arrives at time t will

depend on the queue length at time t (assuming customers enter service in order of arrival).

In this paper, we focus on the third model component, the number of servers, and how one can

incorporate time-varying staffing in a realistic and tractable fashion. The complicating factor is the

need to realistically model what happens if a server is providing service when scheduled to leave.

The following are two possibilities:

Pre-emptive discipline: The service is pre-empted and the customer rejoins the head of the

queue.

Exhaustive discipline: The server completes the current service before leaving.

The pre-emptive discipline will often be unrealistic when the customers are humans. However,

from a computational point of view, the pre-emptive discipline corresponds to the most obvious

way to modify the forward differential equations. Specifically, under the pre-emptive discipline, the

forward differential equations have the same form as for an M/M/s queue during time intervals

when the number of servers is constant. Therefore, one can numerically solve the equations for

each such interval, and use the final conditions for one interval as the initial conditions for the next

interval.

Feldman et al. (2004) coined the term “exhaustive discipline.” They comment that this dis-

cipline is not ordinarily considered in analytic models. As we show in this paper, it is possible to

incorporate an exhaustive discipline into an analytical model of a nonstationary M/M/s queue;

solving this model involves only marginal increase in computation compared to a corresponding

model with a pre-emptive discipline. The additional computation involves one matrix multiplication

for each end-of-shift epoch.

A typical performance measure for models that allow the arrival rate, service rate, or number of

servers to vary is the time-varying probability of delay. A close look at graphs of this performance

measure can help reveal what discipline was used. The probability of delay curve can have upward
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and downward discontinuities. The downward discontinuities occur when one or more servers begin

working, resulting in an instant reduction in the queue length (if some customers are waiting) and

a corresponding decrease in the probability of delay. If a pre-emptive discipline is used, then

a decrease in the number of servers results in some customers rejoining the queue, and this is

reflected by an upward discontinuity in the probability of delay. Graphs in past articles by Kolesar

et al. (1975), Jennings et al. (1995), Green, Kolesar, and Soares (2001, 2003), and Ingolfsson,

Haque, and Umnikov (2002) display such downward discontinuities, indicating that a pre-emptive

discipline was used. The use of the pre-emptive discipline was explicitly stated in Margolius (2005)

and Green and Soares (2004).

The incorporation of an exhaustive discipline can have a considerable impact on performance

predictions, especially when average service times are relatively long and the number of servers

changes relatively rapidly. As an example, imagine a service system that has 20 servers scheduled

to stop working at 5 PM, with 90% of them busy on an average day (i.e., 18 servers), and average

service times of 30 minutes. Then, assuming that service times are exponentially distributed, the

average amount of work performed by servers after their scheduled end time would be 20×0.9×0.5 =

9 hours per day, or an average of 9/20 = 0.45 hours per server. Whether one accounts for this

extra work performed by the servers can have considerable impact on system performance starting

at 5 PM. Intuitively, one would expect that a model that assumes an exhaustive discipline would

predict less waiting than a model that assumes a pre-emptive discipline, when staffing is given.

Furthermore, if a model is used to determine staffing requirements, one would expect that an

exhaustive discipline model would prescribe less staffing than a pre-emptive discipline model.

The example in the previous paragraph suggests that especially when average service times

are long, a modification of the exhaustive discipline may be more realistic, where a server stops

accepting new customers ∆ time units before being scheduled to leave. Our development will assume

this more general form of the exhaustive discipline. Setting ∆ = 0 corresponds to the exhaustive

discipline as previously stated. Our model could be used to quantify the tradeoffs associated with

different values of ∆ and the associated cost structures: whether employees are paid until their

scheduled end time (simpler, but perhaps urealistic when ∆ = 0) or until they complete their last

task. As an example, in an emergency service system that we have worked with, paramedics operate

under an exhaustive service discipline and incur overtime if their last call extends more than 15

minutes beyond their scheduled end time.

We do not claim that an exhaustive discipline is appropriate in all situations. The behavior of

servers at the end of their shift will depend on the context. Developers of discrete event simulation
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software packages have recognized this and provide a variety of options to model this behavior. For

example, with the Arena (2005) software, the options include the pre-emptive discipline and two

variants of the exhaustive discipline—one where the length of the server’s break is reduced by the

length of time worked after the scheduled end time (this is the variant that we model) and another

where the end of the break is delayed by the same amount as the start of the break.

The pre-emptive discipline can be appropriate when the “customers” are not humans. For

example, consider a crew of workers whose task is to repair the numerous potholes (the “customers”)

that form in the spring on roads in cold-weather cities. At the end of a day, the crew may put

barriers around the area where they were working and finish the job the next day, i.e., a pre-emptive

discipline may be appropriate in this context. On the other hand, when the customers are humans,

pre-emption is often not a realistic option.

When the servers require scarce resources to provide service, additional issues surface. For

example, in emergency medical systems, a crew of paramedics (the server) requires an ambulance

to provide service. In some cases, an ambulance is used 24 hours a day, alternating between, say,

a 10-hour day shift and a 14-hour night shift. If the day shift crew is providing service when it is

scheduled to end, it will complete the call, so an exhaustive discipline is used. However, the night

shift crew will have to wait for the ambulance to return to its base before it can provide service.

Consequently, the combination of the day shift crew and the night shift crew could be modeled as a

single server that is on duty at all times. The same system could have other paramedic crews that

work only during the day and have dedicated ambulances. The end of shift for such crews could

be modeled using the approach in this paper.

An implicit assumption in our approach is that a server that is scheduled to leave at time t and

to start again at time s > t will have completed any service in progress at time t before time s.

Thus, our approach is appropriate when s− t is relatively long, but it less appropriate when s− t

represents a short break (compared to the mean service time).

The central insight that we exploit to model an exhaustive discipline is that customers receiving

service from servers working past their scheduled end time will not influence waiting times of

customers that arrive later. Therefore, we can model the system as a Markov process with a one-

dimensional state variable. As we will see, this Markov process evolves, most of the time, as a

continuous time Markov chain, but it experiences instantaneous transitions (like a discrete time

Markov chain) at certain epochs. We will refer to this construct as a mixed discrete-continuous time

Markov chain (MDCTMC). We have used this model for computation in Ingolfsson et al. (2005)

(with ∆ = 0) and in Ingolfsson, Cabral, and Wu (2005) (with ∆ = 1/µ).
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We formally define mixed discrete-continuous time Markov chains in the next section. Then we

describe our model of the M(t)/M/s(t) queue with an exhaustive discipline in Section 3. Section 4

describes how to calculate the time-varying virtual waiting time distribution. The last section

outlines how the model can be extended to include customer abandonments.

2. Mixed Discrete-Continuous Time Markov Chains

Intuitively, we view an MDCTMC as a continuous time stochastic process {N(t), t ≥ 0}, taking on

non-negative integer values, that behaves like a discrete time Markov chain at epochs 0 < t1 < t2 <

· · · and behaves like a continuous time Markov chain between those epochs. Formally, such a process

can be viewed as a semi-Markov process, specified as follows. Let πn(t) = Pr{N(t) = n} and use π(t)

to denote the vector (π0(t), π1(t), . . .). Assume, as given, the distribution π(0) for the initial state of

the process, a time-varying generator matrix {A(t) = (aij(t)), t ≥ 0} (where aii(t) = −∑
j 6=i aij(t)),

and a sequence of transition probability matrices {B(m) = (bij(m)),m = 1, 2, . . .}. Let m(t) be

the index of the next epoch (after t) from the sequence {t1, t2, . . .}, and let r(t) = tm(t) − t. If the

process enters state i at time t, the following properties will hold:

1. The holding time Hi in state i equals min(H ′
i, r(t)).

2. Random variable H ′
i has the same distribution as the holding time in state i in a continuous

time Markov chain with generator A(t).

3. Given that Hi = H ′
i, the next state will be j with probability −aij(t + Hi)/aii(t + Hi).

4. Given that Hi = r(t), the next state will be j with probability bij(m(t)).

During the intervals (0, t1), (t1, t2), . . . the probability vector π(t) satisfies the differential equa-

tion (d/dt)π(t) = π(t)A(t). At epochs {tm,m = 1, 2, . . .}, π(tm) = π(tm)−B(m), where π(t)− =

lims↑t π(s). (We will continue to use f(t)− to denote the left limit of function f at t, where f could

be the state probability vector π(t), the process N(t), or the number of servers s(t).)

3. Model Specification

We now describe how we model the M(t)/M/s(t) queueing system with exhaustive discipline. Cus-

tomers arrive according to an inhomogeneous Poisson process with rate λ(t) at time t, and are

served by the first available server. A server is chosen at random if multiple servers are available.

Servers have identical capabilities, and service durations are independent and exponentially dis-

tributed with mean 1/µ (a time-varying service rate µ(t) could be used instead, with the caveat
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mentioned in the Introduction). A server that is busy with a customer when scheduled to go off

duty will complete the current service before leaving.

An exhaustive service discipline may considerably lengthen the time that servers work, especially

if average service times are long, and servers are highly utilized, making it likely that an average

of 1/µ time units of working time will be added to a server’s shift. Therefore, we allow for the

possibility that servers stop accepting new customers ∆ ≥ 0 time units before their shift ends. For

example, one could set ∆ = 1/µ, in which case the probability that a server works longer than

intended would equal the probability that the server is busy ∆ time units before it is scheduled to

leave, times the probability that an exponential random variable exceeds its mean (about 0.37).

We classify servers as follows, at time t:

Type 1: Servers scheduled to leave later than time t + ∆

Type 2: Servers scheduled to leave before time t + ∆

We use s(t) to denote the number of Type 1 servers at time t, i.e., the number of servers that are

on duty and accepting customers. We classify customers in the system at time t similarly, with an

added category for waiting customers:

Type 1: Customers being served by Type 1 servers

Type 2: Customers being served by Type 2 servers

Type Q: Customers waiting in queue

If a Type 1 server is busy with a customer ∆ time units before the server is scheduled to leave, then

the server and the customer will, at that instant, change from Type 1 to Type 2. We define the state

variable N(t) to be the sum of the number of Type 1 and Type Q customers in the system at epoch

t. We exclude Type 2 customers from the state description, because they have no impact on the

waiting times of customers that arrive later. The process N(t) evolves as a continuous time Markov

chain, according to the forward equations for an M/M/s queue (with time arguments added for

λ and s), at all times except at epochs when servers stop accepting new calls, i.e., ∆ time units

before the end of each shift. At those epochs, N(t) experiences an instantaneous transition (as a

discrete time Markov chain). One can think of the instantaneous transitions as “ejecting” Type 2

customers. We emphasize that these customers are not ejected from the system in reality—all we

are doing is accounting for the fact that these customers have no influence on later customers and

keeping the state space one-dimensional. But the analysis is exact.
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Before specifying the instantaneous transition matrices B(m), we need to describe how we

partition time. The number of Type 1 servers at time t is determined by how many servers are

assigned to each shift that covers time t. We assume that time is divided into planning periods of

length δ, where ((j − 1)δ, jδ] is the jth planning period, and scheduled staffing does not change

during a planning period. From the assignment of servers to shifts, one can calculate vj , the number

of servers scheduled to begin work at the beginning of planning period j, and wj , the number of

servers scheduled to go off duty at the end of planning period j. Note that these wj servers will

stop accepting new customers ∆ time units before the end of planning period j, or at time jδ−∆.

If we set ∆ = aδ + b where a is an integer and 0 ≤ b < δ, then wj+a is the number of servers that

will stop accepting new customers during planning period j, at epoch jδ− b. The number of Type

1 servers can then be calculated using

s(t) =

{
s((j − 1)δ) + vj , (j − 1)δ < t ≤ jδ − b
s((j − 1)δ) + vj − wj+a, jδ − b < t ≤ jδ

. (1)

At epochs t when servers stop accepting new customers (i.e, t = jδ − b for some integer j), the

state probability vector experiences an instantaneous transition according to π(t) = π(t)−B(t). We

need to consider two cases: N(t)− ≥ s(t)− (all Type 1 servers are busy just before epoch t) and

N(t)− < s(t)− (at least one Type 1 server is idle just before epoch t). If all servers are busy, then

δs ≡ wj+a customers will be “ejected” as a result of δs servers no longer accepting new customers.

On the other hand, if some servers are idle, then the number of ejected customers can be less

than δs. Of the N(t)− customers in the system, s(t)−−δs will continue to be of Type 1. Therefore,

the number of customers that change to Type 2 will be at least (N(t)−− s(t)−− δs)+ and at most

min(N(t)−, δs). The actual number of customers that change to Type 2 will be random. Recalling

our assumption that new customers are assigned randomly to an available server, when multiple

servers are available, it follows that the probability that a particular server is busy at epoch t is

independent of whether that server is about to stop accepting new customers. As a consequence,

the number of customers to be ejected will follow a hypergeometric distribution (Johnson et al.,

1993), corresponding to an urn with a total of s(t)− balls (i.e., servers), δs of them white (i.e.,

about to stop accepting new customers), with a sample of N(t)− balls drawn without replacement.

The probability that δN customers are ejected (i.e., δN white balls are drawn) is therefore

φ(δN ; δs, s(t)−, N(t)−) =

(
N(t)−

δN

) (
s(t)− −N(t)−

δs− δN

)

(
s(t)−

δs

) (2)
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Combining the two cases, the transition probability matrix B(m) has the following nonzero

entries:

bn,n−δs = 1 for n = s(t)−, s(t)− + 1, . . .
bn,n−δn = φ(δn; δs, s(t−), n) for n = 0, 1, . . . , s(t)− − 1

and (n− (s(t)− − δs))+ ≤ δn ≤ min(δs, n).
(3)

Our computational experience with this model (see Ingolfsson et al. (2005) and Ingolfsson,

Cabral, and Wu (2005)) indicates that the “overhead” associated with the instantaneous transitions

at epochs when servers switch from Type 1 to 2 is small compared to the computational effort to

numerically solve the differential equation (d/dt)π(t) = π(t)A(t).

4. Virtual Waiting Time

Some performance measures for M(t)/M/s(t) can be calculated directly from the state probability

vector π(t). For example, the probability of delay at time t equals
∑∞

n=s(t) πn(t), and the average

number of customers in queue is
∑∞

n=s(t) nπn(t). In this section, we show how to calculate time-

varying service levels SL(t), which we define to be Pr{W (t) ≤ τ}, where W (t) is the virtual waiting

time at time t, and τ is an “acceptable waiting time threshold.”

We will demonstrate how to calculate service levels as a function of the state probabilitites. This

calculation is discussed, in the pre-emptive service case, in Green and Soares (2004) and briefly

in Feldman et al. (2004). Ingolfsson et al. (2005) discuss the case considered here, but with ∆

assumed to be zero, i.e., servers continue to accept new customers until the end of their shift, and

finish the current service if they are busy at the end of the shift. Here, we extend the approach

from Ingolfsson et al. (2005) to allow ∆ to be positive. Feldman et al. (2004) note that in the

pre-emptive case, the virtual waiting time W (t) of a customer that arrives at time t can be viewed

as a first passage time of a continuous time Markov chain from N(t) to the function s(u), u ≥ t,

when arrivals that occur after time t are ignored. Green and Soares (2004) provide an algorithm

to compute the distribution of this first passage time. This calculation is complicated by the fact

that the function s(u), u ≥ t is not, in general, monotone.

The calculation turns out to be simpler under an exhaustive service discipline, because we do

not have to worry about customers being pre-empted back into the queue. Define Q(t) to be the

number of customers in queue at time t. The virtual waiting time W (t) is the first passage time of

a process {Q′(u), u ≥ t} from Q(t) to zero. The process Q′ is a pure death process obtained from

the queue length process by ignoring arrivals after time t. Specifically, Q′ has death rate s(u)µ at

time u. At times when one or more servers stop accepting new customers, nothing happens to Q′
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(or Q), because both the number of servers s and the number of customers N is reduced by the

same amount, namely the number of customers that change to Type 2. At times when the number

of servers increases by δs, the process Q′ decreases by δs, unless it reaches zero first. Thus, W (t)

is the first passage time to zero of Q′, a nonhomogeneous pure death process with instantaneous

downward jumps at certain times.

We will show how to calculate the complementary distribution function of W (t), i.e., Pr{W (t) >

τ} = Pr{Q′(t+τ) > 0}. Assume that t = (j−1)δ+c, i.e., c time units into the jth planning period,

and t + τ = (k − 1)δ + d, i.e., τ equals (k − j)δ + d − c. Let v(t) =
∑k

i=j vi be the total number

of servers that will start work during (t, t + τ ]. Our first observation is that if enough servers start

work during this interval (i.e., if Q(t) ≤ v(t)), then all customers waiting in queue at time t will

enter service before time t + τ with certainty, i.e., Pr{W (t) > τ} = 0.

On the other hand, if the number of servers that start work during the next τ time units is

less than the number of waiting customers (Q(t) > v(t)), then Q′ will reach zero by time t + τ if

and only if there are Q(t) − v(t) or more service completions in (t, t + τ ]. The number of service

completions in this interval is Poisson distributed with mean m(t, t+τ) ≡ ∫ t+τ
t µs(u)du. Therefore,

conditional on the value of Q(t), we have

Pr{W (t) > τ |Q(t) = q} =

{
0 if v(t) ≥ q∑q−v(t)−1

i=0 e−m(t,t+τ) m(t,t+τ)i

i! if v(t) < q
(4)

To calculate the unconditional distribution of W (t), we need the state probabilities πn(t):

Pr{W (t) > τ} =
∞∑

q=v(t)+1

πs(t)+q(t)
q−v(t)−1∑

i=0

e−m(t,t+τ) m(t, t + τ)i

i!
(5)

It follows that the service level can be calculated using

SL(t) = 1−
∞∑

q=v(t)+1

πs(t)+q(t)
q−v(t)−1∑

i=0

e−m(t,t+τ) m(t, t + τ)i

i!
(6)

Calculation using (6) is straigthforward, once the state probabilities πn(t) are available.

5. Incorparing Customer Abandonments

This model can be generalized to include customer abandonments, where customer patience times

are IID exponential random varibles with parameter θ. The only change needed to the generator

matrices A(t) is to add the term term θ(n−s(t))+ to the death rate an,n+1 from state n. No change

is needed for the transition probability matrices P (m). The process Q′(t) remains a pure death

process, but with a state-dependent death rate. Conditional on the “test customer” not abandoning
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(i.e., an “infinitely patient” customer), the death rate at time u equals s(u)µ + (Q′(u) − 1)+θ.

Equation (6) no longer holds, because the departure process is no longer a Poisson process.

However, the uniformization method (Grassmann, 1977) can be used to calculate Pr{W (t) > τ},
as we now outline. See Grassman(1977), Gross and Miller (1984), and Deslauriers et al. (2004)

for more details on this approach. Denote the transient probability of Q′ being in state n at time

u ≥ t by φn(u). We set the state probabilities for Q′(t) equal to the corresponding probabilities for

N(t), i.e.,

φ0(t) =
s(t)∑

m=0

πm(t) and

φn(t) = πs(t)+n(t) for n = 1, 2, . . . .

Then, we calculate the transient probabilities for the modified queue length process Q′ at time t+τ ,

using the uniformization method (alternatively, the Runge Kutta method or another differential

equation solver could be used). The service level equals the probability of not reaching the absorbing

state 0, or SL(t) = 1−φ0(t+ τ). Although this method requires the computation of transient state

probabilities, its computational effort will often be a small fraction of the effort required to calculate

the transient state probabilities for the original process N(t) (see Deslauriers (2004) for a rough

complexity analysis). Therefore, when a numerical approach is computationally feasible for the

process N(t), as will often be the case for systems of small to medium size, then the calculation

of the virtual waiting time distribution at selected epochs will not add much to the computational

effort.
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